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Our group includes PostDocs, PhD students, and student assistants, and is headed by Prof. Felix Naumann. If you are interested in joining our team, please contact Felix Naumann.
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For bachelor students we offer German lectures on database systems in addition to paper- or project-oriented seminars. Within a one-year bachelor project, students finalize their studies in cooperation with external partners. For master students we offer courses on information integration, data profiling, and information retrieval enhanced by specialized seminars, master projects and we advise master theses.

	Teaching
	Course archive
	Bachelorprojekte
	Master Theses
	Master Projects





	General information
	Open theses
	Ongoing master's theses
	Completed master's theses





schließen

Most of our research is conducted in the context of larger research projects, in collaboration across students, across groups, and across universities. We strive to make available most of our datasets and source code.
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Please do not hesitate to reach out directly to us, if you cannot find a paper, slides, or other research artifacts.
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Please also see our (selected) presentations and dissertations.









				Publications
			
2024

	The Effects of Data Quality on Named Entity Recognition
 	Divya Bhadauria, Alejandro Sierra-MÃēnera, Ralf Krestel
 	Proceedings of the Ninth Workshop on Noisy and User-generated Text (W-NUT 2024), 2024
[Paper]  [GitHub] 
	Determining the Largest Overlap between Tables
 	Luca Zecchini, Tobias BleifuÃŸ, Giovanni Simonini, Sonia Bergamaschi, Felix Naumann
 	Proceedings of the ACM on Management of Data (PACMMOD) (2024) (to appear)
[DOI:10.1145/3639303]
	Discovering Functional Dependencies through Hitting Set Enumeration
 	Tobias BleifuÃŸ, Thorsten Papenbrock, Thomas BlÃ¤sius, Martin Schirneck, Felix Naumann
 	Proceedings of the ACM on Management of Data (PACMMOD) (2024) (to appear)
[DOI:10.1145/3639298]
	TASHEEH: Repairing Row-Structure in Raw CSV Files
 	Mazhar Hameed, Gerardo Vitagliano, Fabian Panse, Felix Naumann
 	Proceedings of the International Conference on Extending Database Technology (EDBT), 2024
[Paper]  [DOI:10.48786/edbt.2024.37]
	Efficient Discovery of Temporal Inclusion Dependencies in Wikipedia Tables
 	Leon Bornemann, Tobias BleifuÃŸ, Dmitri V. Kalashnikov, Fatemeh Nargesian, Felix Naumann, Divesh Srivastava
 	Proceedings of the International Conference on Extending Database Technology (EDBT), 2024
[Paper]  [DOI:10.48786/edbt.2024.35]
	Discovering Denial Constraints in Dynamic Datasets
 	Eduardo Pena, Fabio Porto, Felix Naumann
 	Proceedings of the International Conference on Data Engineering (ICDE), 2024 (to appear)

 
2023
 

	MORPHER: Structural Transformation of ill-formed Rows
 	Mazhar Hameed, Gerardo Vitagliano, Felix Naumann
 	Proceedings of the International Conference on Information and Knowledge Management (CIKM), 2023
[DOI:10.1145/3583780.3614747]
	Efficient Ultrafine Typing of Named Entities
 	Alejandro Sierra-MÃēnera, Jan Westphal, Ralf Krestel
 	Proceedings of the Joint Conference on Digital Libraries (JCDL), 2023
[Paper]  [DOI:10.1109/JCDL57899.2023.00038]
	Pollock: A Data Loading Benchmark
 	Gerardo Vitagliano, Mazhar Hameed, Lan Jiang, Lucas Reisener, Eugene Wu, Felix Naumann
 	PVLDB 16:(8), 2023
[vldb] 
	BCNF* - From Normalized- to Star-Schemas and Back Again (demo)
 	Marie Fischer, Paul Roessler, Paul Sieben, Janina Adamcic, Christoph Kirchherr, Tobias StrÃ¤ubig, Youri Kaminsky, Felix Naumann
 	Proceedings of Companion of the 2023 International Conference on Management of Data (SIGMOD-Companion), 2023
[Paper]  [Project Page]  [DOI:10.1145/3555041.3589712]
	Detecting Stale Data in Wikipedia Infoboxes
 	Malte Barth, Tibor Bleidt, Martin BÃŧÃŸemeyer, Fabian Heseding, Niklas KÃļhnecke, Tobias BleifuÃŸ, Leon Bornemann, Dmitri V. Kalashnikov, Felix Naumann, Divesh Srivastava
 	Proceedings of the International Conference on Extending Database Technology (EDBT), 2023
[Paper]  [Project Page] 
	DPQL: The Data Profiling Query Language
 	Marcian Seeger, Sebastian Schmidl, Alexander Vielhauer, Thorsten Papenbrock
 	Proceedings of the conference on Database Systems for Business, Technology, and Web (BTW), 2023
[Paper]  [DOI:10.18420/BTW2023-19]
	HYPEX: Hyperparameter Optimization in Time Series Anomaly Detection
 	Sebastian Schmidl, Phillip Wenig, Thorsten Papenbrock
 	Proceedings of the conference on Database Systems for Business, Technology, and Web (BTW), 2023
[Paper]  [Project Page]  [DOI:10.18420/BTW2023-22]
	ExtracTable: Extracting Tables from Raw Data Files
 	Leonardo HÃŧbscher, Lan Jiang, Felix Naumann
 	Proceedings of the Conference on Database Systems for Business, Technology, and Web (BTW), 2023
[Paper]  [Project Page]  [DOI:10.18420/BTW2023-20]
	Discovering Similarity Inclusion Dependencies
 	Youri Kaminsky, Eduardo Pena, Felix Naumann
 	Proceedings of the ACM on Management of Data (PACMMOD) (2023)
[Paper]  [Project Page]  [DOI:10.1145/3588929]
	Matching Roles from Temporal Data - Why Joe Biden is not only President, but also Commander-in-Chief
 	Leon Bornemann, Tobias BleifuÃŸ, Dmitri V. Kalashnikov, Fatemeh Nargesian, Felix Naumann, Divesh Srivastava
 	Proceedings of the ACM on Management of Data (PACMMOD) (2023)
[DOI:10.1145/3588919]
	Fast Algorithms for Denial Constraint Discovery
 	Eduardo Pena, Fabio Porto, Felix Naumann
 	PVLDB 16:(4), 2023
[PVLDB] 

 
2022
 

	The Effects of Data Quality on Machine Learning Performance
 	Lukas Budach, Moritz Feuerpfeil, Nina Ihde, Andrea Nathansen, Nele Noack, Hendrik Patzlaff, Felix Naumann, Hazar Harmouch
 	arXiv (2022)
[arXiv] 
	Discovering Fine-Grained Semantics in Knowledge Graph Relations
 	Nitisha Jain, Ralf Krestel
 	Proceedings of the Thirty-First ACM International Conference on Information and Knowledge Management (CIKM), 2022
	Structural embedding of data files with MaGRiTTE
 	Gerardo Vitagliano, Mazhar Hameed, Felix Naumann
 	Table Representation Learning Workshop at NeurIPS (TRL@NIPS), 2022
	Art Creation with Multi-Conditional StyleGANs
 	Konstantin Dobler, Florian HÃŧbscher, Jan Westphal, Alejandro Sierra-MÃēnera, Gerard de Melo, Ralf Krestel
 	Proceedings of the Thirty-First International Joint Conference on Artificial Intelligence (IJCAI), 2022
[IJCAI]  [Extended arXiv Version]  [DOI:10.24963/ijcai.2022/684]
	Generation of Training Data for Named Entity Recognition of Artworks
 	Nitisha Jain, Alejandro Sierra-MÃēnera, Jan Ehmueller, Ralf Krestel
 	Semantic Web Journal (Special Issue Cultural Heritage 2021) (2022)
[Preprint] 
	Mondrian: Spreadsheet Layout Detection
 	Gerardo Vitagliano, Lucas Reisener, Lan Jiang, Mazhar Hameed, Felix Naumann
 	Proceedings of the International Conference on Management of Data (SIGMOD) (demo), 2022
[Paper]  [ACM]  [DOI:10.1145/3514221.3520152]
	TimeEval: A Benchmarking Toolkit for Time Series Anomaly Detection Algorithms
 	Phillip Wenig, Sebastian Schmidl, Thorsten Papenbrock
 	PVLDB 12:(15), 2022
[Paper]  [Project Page]  [DOI:10.14778/3554821.3554873]
	Frost: A Platform for Benchmarking and Exploring Data Matching Results (industry paper)
 	Martin Graf, Lukas Laskowski, Florian Papsdorf, Florian Sold, Roland Gremmelspacher, Felix Naumann, Fabian Panse
 	PVLDB 15:(12), 2022
[Paper]  [Project Page] 
	Anomaly Detection in Time Series: A Comprehensive Evaluation
 	Sebastian Schmidl, Phillip Wenig, Thorsten Papenbrock
 	PVLDB 9:(15), 2022
[Paper]  [Poster]  [Project Page]  [DOI:10.14778/3538598.3538602]
	Data Errors: Symptoms, Causes and Origins
 	Ihab Ilyas, Felix Naumann
 	Data Engineering Bulletin 45:(1), 2022
[pdf] 
	Relation Canonicalization in Open Knowledge Graphs: A Quantitative Analysis
 	Maria Lomaeva, Nitisha Jain
 	Proceedings of the the Extended Semantic Web Conference, Posters and Demos (ESWC), 2022
	Generating Domain-Specific Knowledge Graphs: Challenges with Open Information Extraction
 	Nitisha Jain, Alejandro Sierra-MÃēnera, Philipp Schmidt, Julius Streit, Simon Thormeyer, Maria Lomaeva, Ralf Krestel
 	Proceedings of the International Workshop on Knowledge Graph Generation from Text at ESWC, 2022
[Paper] 
	AI Compliance - Challenges of Bridging Data Science and Law
 	Philipp Hacker, Felix Naumann, Tobias Friedrich, Stefan Grundmann, Anja Lehmann, Herbert Zech
 	Journal of Data and Information Quality (JDIQ) (2022)
[DOI (open access)] 
	SURAGH: Syntactic Pattern Matching to Identify Ill-Formed Records
 	Mazhar Hameed, Gerardo Vitagliano, Lan Jiang, Felix Naumann
 	Proceedings of the International Conference on Extending Database Technology (EDBT), 2022
[DOI] 
	Mining Change Rules
 	Daniel Lindner, Franziska Schumann, Nicolas Alder, Tobias BleifuÃŸ, Leon Bornemann, Felix Naumann
 	Proceedings of the International Conference on Extending Database Technology (EDBT), 2022
[DOI] 
	DataGossip: A Data Exchange Extension for Distributed Machine Learning Algorithms
 	Phillip Wenig, Thorsten Papenbrock
 	Proceedings of the International Conference on Extending Database Technology (EDBT), 2022
[Paper]  [GitHub]  [DOI:10.48786/edbt.2022.24]
	Aggregation Detection in CSV Files
 	Lan Jiang, Gerardo Vitagliano, Mazhar Hameed, Felix Naumann
 	Proceedings of the International Conference on Extending Database Technology (EDBT), 2022
[DOI] 
	Detecting Layout Templates in Complex Multiregion Files
 	Gerardo Vitagliano, Lan Jiang, Felix Naumann
 	PVLDB 15:(3), 2022
[Paper]  [ACM]  [DOI:10.14778/3494124.3494145]
	Entity Resolution On-Demand
 	Giovanni Simonini, Luca Zecchini, Sonia Bergamaschi, Felix Naumann
 	PVLDB 15:(7), 2022
[Paper] 
	Fast Detection of Denial Constraint Violations
 	Eduardo H. M. Pena, Eduardo C. de Almeida, Felix Naumann
 	PVLDB 15:(4), 2022
[VLDB]  [DOI:10.14778/3503585.3503595]
	Workload-driven, Lazy Discovery of Data Dependencies for Query Optimization
 	Jan Kossmann, Felix Naumann, Daniel Lindner, Papenbrock Thorsten
 	Proceedings of the International Conference on Innovative Database Research (CIDR), 2022
[pdf] 
	Efficient Distributed Discovery of Bidirectional Order Dependencies
 	Sebastian Schmidl, Thorsten Papenbrock
 	The VLDB Journal (2022)
[Paper]  [Poster]  [Project Page]  [DOI:10.1007/s00778-021-00683-4]
	Data dependencies for query optimization: a survey
 	Jan Kossmann, Thorsten Papenbrock, Felix Naumann
 	The VLDB Journal (2022)
[Paper]  [pdf]  [doi] 

 
2021
 

	How Inclusive are We? An Analysis of Gender Diversity in Database Venues
 	Angela Bonifati, Michael J. Mior, Felix Naumann, Noack Nele Sina
 	SIGMOD Record 50:(4), 2021
[Paper]  [ACM] 
	VLDB 2021: Designing a Hybrid Conference
 	Philippe Bonnet, Xin Luna Dong, Felix Naumann, TÃļzÃŧn Pinar
 	SIGMOD Record 50:(4), 2021
[Paper]  [ACM] 
	Did You Enjoy the Last Supper? An Experimental Study on Cross-Domain NER Models for the Art Domain
 	Alejandro Sierra-MÃēnera, Ralf Krestel
 	Proceedings of the Workshop on Natural Language Processing for Digital Humanities (NLP4DH@ICON), 2021
[Paper]  [GitHub] 
	Novel Views on Novels: Embedding Multiple Facets of Long Texts
 	Lasse Kohlmeyer, Tim Repke, Ralf Krestel
 	Proceedings of the International Conference on Web Intelligence and Intelligent Agent Technology (WI-IAT), 2021
[Paper]  [GitHub Code]  [GitHub Thesis]  [DOI:10.1145/3486622.3494006]
	Interactive Curation of Semantic Representations in Digital Libraries
 	Tim Repke, Ralf Krestel
 	Proceedings of the International Conference on Asia-Pacific Digital Libraries (ICADL), 2021
[Paper] 
	The Secret Life of Wikipedia Tables
 	Tobias BleifuÃŸ, Leon Bornemann, Dmitri V. Kalashnikov, Felix Naumann, Divesh Srivastava
 	Proceedings of the Workshop on Search, Exploration, and Analysis in Heterogeneous Datastores (SEA-Data@VLDB), 2021
[Paper]  [CEUR-WS]  [Project] 
	Improving Knowledge Graph Embeddings with Ontological Reasoning
 	Nitisha Jain, Trung-Kien Tran, Mohamed H. Gad-Elrab, Daria Stepanova
 	Proceedings of the International Semantic Web Conference (ISWC), 2021
[Paper] 
	PatentMatch: A Dataset for Matching Patent Claims & Prior Art
 	Julian Risch, Nicolas Alder, Christoph Hewel, Ralf Krestel
 	Proceedings of the Workshop on Patent Text Mining and Semantic Technologies (PatentSemTech@SIGIR), 2021
[Paper]  [Project Page] 
	Data Integration for Toxic Comment Classification: Making More Than 40 Datasets Easily Accessible in One Unified Format
 	Julian Risch, Philipp Schmidt, Ralf Krestel
 	Proceedings of the Workshop on Online Abuse and Harms (WOAH@ACL), 2021
[Paper]  [GitHub] 
	Extraction and Representation of Financial Entities from Text
 	Tim Repke, Ralf Krestel
 	Data Science for Economics and Finance. Springer, 2021
[Chapter]  [Springer]  [DOI:10.1007/978-3-030-66891-4_11]
	CrashNet: an encoderÂ–decoder architecture to predict crash test outcomes
 	Mohamed Karim Belaid, Maximilian Rabus, Ralf Krestel
 	Data Mining and Knowledge Discovery (2021)
[Springer]  [DOI:10.1007/s10618-021-00761-9]
	Modeling the Evolution of Word Senses with Force-Directed Layouts of Co-occurrence Networks
 	Robert Schwanhold, Tim Repke, Ralf Krestel
 	Proceedings of the International Workshop on Computational Approaches to Historical Language Change (LChange@ACL), 2021
[Paper]  [Project]  [DOI:10.18653/v1/2021.lchange-1.8]
	Evaluation of Duplicate Detection Algorithms: From Quality Measures to Test Data Generation (tutorial)
 	Fabian Panse, Felix Naumann
 	Proceedings of the International Conference on Data Engineering (ICDE), 2021
[Paper] 
	Distributed detection of sequential anomalies in univariate time series
 	Johannes Schneider, Phillip Wenig, Thorsten Papenbrock
 	The VLDB Journal (2021)
[Paper]  [Poster]  [Project Page]  [DOI:10.1007/s00778-021-00657-6]
	Multifaceted Domain-Specific Document Embeddings
 	Julian Risch, Philipp Hager, Ralf Krestel
 	Proceedings of the Annual Conference of the North American Chapter of the Association for Computational Linguistics (Demonstrations)(NAACL), 2021
[Paper]  [Project Page] 
	Optimized Theta-Join Processing
 	Julian Weise, Sebastian Schmidl, Thorsten Papenbrock
 	Proceedings of the Conference on Database Systems for Business, Technology, and Web (BTW), 2021
[Paper]  [Project Page]  [DOI:10.18420/btw2021-03]
	Do Embeddings Actually Capture Knowledge Graph Semantics?
 	Nitisha Jain, Jan-Christoph Kalo, Wolf-Tilo Balke, Ralf Krestel
 	Proceedings of the Extended Semantic Web Conference (ESWC), 2021
[Paper]  [URL]  [DOI:10.1007/978-3-030-77385-4_9]
	Structured Object Matching across Web Page Revisions
 	Tobias BleifuÃŸ, Leon Bornemann, Dmitri V. Kalashnikov, Felix Naumann, Divesh Srivastava
 	Proceedings of the International Conference on Data Engineering (ICDE), 2021
[Paper]  [IEEE]  [Project]  [DOI:10.1109/ICDE51399.2021.00115]
	ComEx: Comment Exploration on Online News Platforms
 	Julian Risch, Tim Repke, Lasse Kohlmeyer, Ralf Krestel
 	Joint Proceedings of the ACM IUI Workshops co-located with the ACM Conference on Intelligent User Interfaces (IUI), 2021
[Paper]  [GitHub]  [Project]  [CEUR-WS] 
	Relational Header Discovery using Similarity Search in a Table Corpus
 	Hazar Harmouch, Thorsten Papenbrock, Felix Naumann
 	Proceedings of the International Conference on Data Engineering (ICDE) (2021)
[DOI:10.1109/ICDE51399.2021.00045]
	Structure Detection in Verbose CSV Files
 	Lan Jiang, Gerardo Vitagliano, Felix Naumann
 	Proceedings of the International Conference on Extending Database Technology (EDBT), 2021
[Paper]  [GitHub]  [DOI:10.5441/002/edbt.2021.18]
	Discovering Relaxed Functional Dependencies based on Multi-attribute Dominance
 	Loredana Caruccio, Vincenzo Deufemia, Felix Naumann, Giuseppe Polese
 	Transactions on Knowledge and Data Engineering (TKDE) 33:(9), 2021
[IEEE]  [DOI:10.1109/TKDE.2020.2967722]
	Few-Shot Knowledge Validation using Rules
 	Michael Loster, Davide Mottin, Paolo Papotti, Felix Naumann, Jan Ehmueller, Benjamin Feldmann
 	Proceedings of The Web Conference (WWW), 2021
[DOI:10.1145/3442381.3450040]
	PatentMatch: A Dataset for Matching Patent Claims with Prior Art
 	Julian Risch, Nicolas Alder, Christoph Hewel, Ralf Krestel
 	Proceedings of the Workshop on Patent Text Mining and Semantic Technologies (PatentSemTech@SIGIR), 2021
[Paper]  [Project Page]  [CEUR-WS] 
	Robust Visualisation of Dynamic Text Collections: Measuring and Comparing Dimensionality Reduction Algorithms
 	Tim Repke, Ralf Krestel
 	Proceedings of the Conference on Human Information Interaction and Retrieval (CHIIR), 2021
[Paper]  [DOI:10.1145/3406522.3446034]
	Ein Data Engineering Kurs fÃŧr 10.000 Teilnehmer
 	Nicolas Alder, Tobias BleifuÃŸ, Leon Bornemann, Felix Naumann, Tim Repke
 	Datenbank-Spektrum 20:(1), 2021
[Article]  [Springer]  [openHPI]  [DOI:10.1007/s13222-020-00354-8]
	Knowledge Transfer for Entity Resolution with Siamese Neural Networks
 	Michael Loster, Ioannis Koumarelas, Felix Naumann
 	Journal of Data and Information Quality (JDIQ) 13:(1), 2021
[DOI:10.1145/3410157]

 
2020
 

	Semantic Analysis of Cultural Heritage Data: Aligning Paintings and Descriptions in Art-Historic Collections
 	Nitisha Jain, Christian Bartz, Tobias Bredow, Emanuel Metzenthin, Jona Otholt, Ralf Krestel
 	Proceedings of the International Workshop on Fine Art Pattern Extraction and Recognition (FAPER@ICPR), 2020
[Paper]  [Springer]  [DOI:10.1007/978-3-030-68796-0_37]
	HyCoNN: Hybrid Cooperative Neural Networks for Personalized News Discussion Recommendation
 	Julian Risch, Victor KÃŧnstler, Ralf Krestel
 	Proceedings of the International Joint Conferences on Web Intelligence and Intelligent Agent Technologies (WI-IAT), 2020
[Paper]  [GitHub]  [DOI:10.1109/WIIAT50758.2020.00011]
	Learning Fine-Grained Semantics for Multi-Relational Data
 	Nitisha Jain, Ralf Krestel
 	Proceedings of the International Semantic Web Conference, Posters and Demos (ISWC), 2020
[Paper]  [Poster] 
	Data Preparation: A Survey of Commercial Tools
 	Mazhar Hameed, Felix Naumann
 	SIGMOD Record 49:(3), 2020
[Paper]  [ACM]  [DOI:10.1145/3444831.3444835]
	Efficient Detection of Data Dependency Violations
 	Eduardo H. M. Pena, Edson R. L. Filho, Eduardo C. de Almeida, Felix Naumann
 	Proceedings of the International Conference on Information and Knowledge Management (CIKM), 2020
[Paper]  [DOI:10.1145/3340531.3412062]
	Hitting Set Enumeration with Partial Information for Unique Column Combination Discovery
 	Johann Birnick, Thomas BlÃ¤sius, Tobias Friedrich, Felix Naumann, Thorsten Papenbrock, Martin Schirneck
 	PVLDB 13:(11), 2020
[Paper]  [DOI:10.14778/3407790.3407824]
	A Dataset of Journalists' Interactions with Their Readership: When Should Article Authors Reply to Reader Comments?
 	Julian Risch, Ralf Krestel
 	Proceedings of the International Conference on Information and Knowledge Management (CIKM), 2020
[Paper]  [GitHub]  [DOI:10.1145/3340531.3412764]
	Dynamic Channel and Layer Gating in Convolutional Neural Networks
 	Ali Ehteshami Bejnordi, Ralf Krestel
 	Proceedings of the German Conference on Artificial Intelligence (KI), 2020
[Paper]  [DOI:10.1007/978-3-030-58285-2_3]
	Sense Tree: Discovery of New Word Senses with Graph-based Scoring
 	Jan EhmÃŧller, Lasse Kohlmeyer, Holly McKee, Daniel Paeschke, Tim Repke, Ralf Krestel, Felix Naumann
 	Lernen, Wissen, Daten, Analysen (LWDA), 2020
[Paper]  [CEUR-WS]  [Project] 
	Multimodal Knowledge Graphs for Semantic Analysis of Cultural Heritage Data
 	Nitisha Jain
 	Invited Talk at the Workshop on Knowledge Bases and Multiple Modalities (KBMM@AKBC), 2020
[Paper] 
	Efficient Discovery of Matching Dependencies
 	Philipp Schirmer, Thorsten Papenbrock, Ioannis Koumarelas, Felix Naumann
 	Transactions on Database Systems (TODS) 45:(3), 2020
[Paper]  [DOI:10.1145/3392778]
	Explaining Offensive Language Detection
 	Julian Risch, Robin Ruff, Ralf Krestel
 	Journal for Language Technology and Computational Linguistics (JLCL) 34:(1), 2020
[Paper]  [GitHub]  [Publisher] 
	Discovering Biased News Articles Leveraging Multiple Human Annotations
 	Konstantina Lazaridou, Alexander LÃļser, Maria Mestre, Felix Naumann
 	Proceedings of the Conference on Language Resources and Evaluation (LREC), 2020
[Paper]  [Paper] 
	Offensive Language Detection Explained
 	Julian Risch, Robin Ruff, Ralf Krestel
 	Proceedings of the Workshop on Trolling, Aggression and Cyberbullying (TRAC@LREC), 2020
[Paper]  [GitHub]  [ACL] 
	Hierarchical Document Classification as a Sequence Generation Task
 	Julian Risch, Samuele Garda, Ralf Krestel
 	Proceedings of the Joint Conference on Digital Libraries (JCDL), 2020
[Paper]  [GitHub]  [DOI:10.1145/3383583.3398538]
	RHEEMix in the Data Jungle: A Cost-based Optimizer for Cross-Platform Systems
 	Sebastian Kruse, Zoi Kaoudi, Jorge-Arnulfo Quiane-Ruiz, Sanjay Chawla, Felix Naumann, Bertty Contreras-Rojas
 	The VLDB Journal 29:(6), 2020
[URL]  [DOI:10.1007/s00778-020-00612-x]
	Bagging BERT Models for Robust Aggression Identification
 	Julian Risch, Ralf Krestel
 	Proceedings of the Workshop on Trolling, Aggression and Cyberbullying (TRAC@LREC), 2020
[Paper]  [GitHub] 
	Domain-Specific Knowledge Graph Construction for Semantic Analysis
 	Nitisha Jain
 	Proceedings of the Extended Semantic Web Conference (ESWC), 2020
[Paper]  [URL]  [DOI:10.1007/978-3-030-62327-2_40]
	Automatic Matching of Paintings and Descriptions in Art-Historic Archives using Multimodal Analysis
 	Nitisha Jain, Christian Bartz, Ralf Krestel
 	Proceedings of the International Workshop on Artificial Intelligence for Historical Image Enrichment and Access (AI4HI@LREC), 2020
[Paper]  [URL] 
	Top Comment or Flop Comment? Predicting and Explaining User Engagement in Online News Discussions
 	Julian Risch, Ralf Krestel
 	Proceedings of the International Conference on Web and Social Media (ICWSM), 2020
[Paper]  [GitHub] 
	Visualising Large Document Collections by Jointly Modeling Text and Network Structure
 	Tim Repke, Ralf Krestel
 	Proceedings of the Joint Conference on Digital Libraries (JCDL), 2020
[Paper]  [Project]  [DOI:10.1145/3383583.3398524]
	Exploration Interface for Jointly Visualised Text and Graph Data
 	Tim Repke, Ralf Krestel
 	Proceedings of the International Conference on Intelligent User Interfaces Companion (IUI), 2020
[Paper]  [Project]  [DOI:10.1145/3379336.3381470]
	Natural Key Discovery in Wikipedia Tables
 	Leon Bornemann, Tobias BleifuÃŸ, Dmitri V. Kalashnikov, Felix Naumann, Divesh Srivastava
 	Proceedings of The Web Conference (WWW), 2020
[Paper]  [DOI:10.1145/3366423.3380039]
	Data Preparation for Duplicate Detection
 	Ioannis Koumarelas, Lan Jiang, Felix Naumann
 	Journal of Data and Information Quality (JDIQ) 12:(3), 2020
[DOI:10.1145/3377878]
	Explainable AI under Contract and Tort Law: Legal Incentives and Technical Challenges
 	Philipp Hacker, Ralf Krestel, Stefan Grundmann, Felix Naumann
 	Artificial Intelligence and Law 28:(4), 2020
[Paper]  [DOI:10.1007/s10506-020-09260-6]
	MDedup: Duplicate Detection with Matching Dependencies
 	Ioannis Koumarelas, Thorsten Papenbrock, Felix Naumann
 	PVLDB 13:(5), 2020
[Paper]  [DOI:10.14778/3377369.3377379]
	Holistic Primary Key and Foreign Key Detection
 	Lan Jiang, Felix Naumann
 	Journal of Intelligent Information Systems 54:(3), 2020
[Paper]  [DOI:10.1007/s10844-019-00562-z]
	Toxic Comment Detection in Online Discussions
 	Julian Risch, Ralf Krestel
 	Deep Learning-Based Approaches for Sentiment Analysis. Springer, 2020
[Paper]  [DOI:10.1007/978-981-15-1216-2]

 
2019
 

	An Actor Database System for Akka
 	Sebastian Schmidl, Frederic Schneider, Thorsten Papenbrock
 	Proceedings of the conference on Database Systems for Business, Technology, and Web (BTW) - Workshopband, 2019
[Paper]  [DOI:10.18420/btw2019-ws-23]
	Coverage of Information Extraction from Sentences and Paragraphs
 	Simon Razniewski, Nitisha Jain, Paramita Mirza, Gerhard Weikum
 	Proceedings of the Conference on Empirical Methods in Natural Language Processing and the International Joint Conference on Natural Language Processing (EMNLP-IJCNLP), 2019
[Paper]  [ACL Web]  [DOI:10.18653/v1/D19-1583]
	Discovery of Approximate (and Exact) Denial Constraints
 	Eduardo H. M. Pena, Eduardo C. de Almeida, Felix Naumann
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