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Abstract. Knowledge graphs are widely used for systematic represen-
tation of real-world data. Large-scale, general purpose knowledge graphs,
having millions of facts, have been constructed through automated tech-
niques from publicly available datasets such as Wikipedia. However,
these knowledge graphs are typically incomplete and often fail to cor-
rectly capture the semantics of the data. This holds true particularly
for domain-speci�c data, where the generic techniques for automated
knowledge graph creation often fail due to several challenges, such as
lack of training data, semantic ambiguities and absence of representative
ontologies. The focus of this thesis is on automated knowledge graph
construction for the cultural heritage domain. The goal is to tackle the
research challenges encountered during the creation of an ontology and
a knowledge graph from digitized collections of cultural heritage data.
This paper identi�es the speci�c research problems for these tasks and
presents a methodology and approach for a solution, along with prelim-
inary results.
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1 Introduction

Knowledge graphs (KG) have become fairly common as structured, machine
readable repositories of data. Several large KGs have been developed by indus-
try and academia that are in widespread use for supporting downstream appli-
cations such as search and question answering [6]. Knowledge graphs rely on an
underlying schema or ontology that consists of the concepts (that de�ne the type

of the entities) and the possible relations between them. The ontology holds the
key to the semantic meaning of the facts in a KG and dictates the logical rules
as well as restrictions for populating the KG. There have been several e�orts
at automatic construction of general purpose knowledge graphs by extracting
information from the Web [2, 19]. However, the resulting KGs are rarely fully
correct and never complete in their coverage [11]. This problem is further ex-
acerbated in domain-speci�c use cases. General purpose KGs constructed from
Web sources cover a wide range of domains and therefore they cannot be ex-
pected to be comprehensive and semantically aligned to any single domain in
particular. In order for KGs to be useful for a speci�c domain, it is essential to
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have a semantically-rich and comprehensive representation of the domain in the
KG. For instance, the most important concepts and relations di�er from one do-
main to the other, such as Bank and Loans for the �nancial domain and names
of Proteins and Genes. for the biomedical domain. Due to this, the underlying
ontologies in general KGs are insu�cient for semantic representation of speci�c
domains. Gold standard annotated datasets required for the training as well as
evaluation of automated techniques are also largely absent for domain-speci�c
tasks. As a result, knowledge graphs end up having speci�c tailor-made con-
struction pipelines for di�erent domains, while the domain ontologies are largely
manually designed with the help of expensive human expertise.

In order to motivate and explore these research problems, we consider cul-
tural heritage as a representative domain. We are working in collaboration with
the Wildenstein Plattner Institute1 that was founded to promote scholarly re-
search on cultural heritage collection. A wealth of information is buried in large
collections of recently digitized art resources. In these resources, cultural objects
such as artworks, auctions, art collections, artistic movements etc. are often
mentioned within semi-structured or unstructured texts. Identi�cation of the
mentions of these cultural objects as named entities and establishing their rela-
tions can facilitate search and browsing in digital resources, help art historians to
track the provenance of artworks and enable wider semantic text exploration for
digital cultural resources. However, extraction of this information to construct
a representative art knowledge graph is a non-trivial task.

In this thesis, we identify the challenges of designing a framework for con-
structing a domain-speci�c KG in an automated manner. In particular, we ex-
amine how to automate the process of design of an ontology for a new domain
as well as populate a KG based on this ontology with domain relevant facts via
automated techniques. We explore the role of modern deep learning techniques
for the di�erent tasks of KG construction, including named entity recognition
(NER), linking and relation extraction. Our goal is to devise methods and tech-
niques for knowledge representation that perform well for the cultural heritage
domain, while also being su�ciently robust and generic to be applicable to other
domains.

1.1 Domain-Speci�c Challenges

Cultural heritage data is vastly heterogeneous and comprises of multiple top-
ics, multiple languages as well numerous di�erent text formats ranging from
structured tabular data to long passages of unstructured text descriptions. Data
obtained from historical archives also poses signi�cant linguistic challenges in
terms of outdated vocabularies and phrases, such that the modern natural lan-
guage processing tools are unable to perform well for these texts [10]. In the
absence of large annotation datasets, the adaptation of existing solutions faces
many challenges, some of them being unique to this domain. As an example,
if we consider the task of NER, existing state-of-the-art tools fail to recognize

1 https://wpi.art/
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important entities of the cultural heritage domain, such as artworks. Due to the
ambiguities that are inherent in artwork titles, the identi�cation of their men-
tions from texts is a challenging task and requires signi�cant domain expertise to
tackle. Consider the painting with the title `Head of a woman' � such phrases
can be hard to get distinguished as named entities from the surrounding text
due to their generality. Even the presence of typical formatting cues such as cap-
italization, quotes, italics or boldface fonts cannot be assumed or guaranteed,
especially in digitized texts obtained from scans of art historical archives. The
issue of noisy data due to OCR limitations further exacerbates the challenges
for automated text analysis for the cultural heritage domain [18].

Fig. 1. Dataset Samples

1.2 Dataset

A large collection of digitized art historical documents has been provided by
our project partners as a representative cultural heritage dataset. The dataset
consists of texts in many di�erent languages including English, French, Ger-
man, Italian, Dutch, Spanish, Swedish and Danish among others. The collec-
tion comprises of di�erent types of documents: auction catalogues, art books
related to particular artists or art genres, catalogues of art exhibitions and other
documents. The auction and exhibition catalogues contain semi-structured and
unstructured texts that describe artworks on display, mainly paintings and sculp-
tures. Art books may contain more unstructured text about the origins of art-
works and their creators. For reference, a few sample documents from a simi-
lar collection of digitized exhibition catalogues2 and historical art journals3 are
shown in Fig. 1.

2 https://digi.ub.uni-heidelberg.de/diglit/koepplin1974bd1/0084,0095
3 https://digi.ub.uni-heidelberg.de/diglit/studio1894/0019
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2 Related Work

This work builds upon research in several domains. The relevant previous works
and their limitations are brie�y discussed here.

Semantic web and cultural heritage. With the principles of linked open
data4 gaining momentum in the cultural heritage domain [21], there has been
a recent surge in the availability of digitized cultural data.Initiatives such as
OpenGLAM5 and �agship digital library projects such as Europeana6 and Dig-
ital Public Library of America7 aim to enrich open knowledge graphs with cul-
tural heritage data by improving the coverage of the topics related to the cultural
domain. Several e�orts have been made to digitize historical archives and col-
lections [9]. This is especially true for the art domain where a large collection
of raw texts are yet to be explored that could bene�t greatly from a systematic
representation of the information in the form of a KG. Although there is previous
work on creating ontologies and knowledge repositories for several speci�c use
cases [7, 13], yet a comprehensive method for automatically constructing an art

knowledge graph has thus far eluded this domain. This thesis aims to identify
and overcome the unique challenges of the cultural heritage domain in order to
automate the ontology and KG creation.

Ontology learning. Ontology learning or ontology inference has been a sub-
ject of active research. Towards this goal, previous works have focused on auto-
matic taxonomy induction from structured and unstructured texts [23]. However,
these approaches su�er from low coverage and do not scale well to domains with
noisy datasets, thus requiring manual cleanup e�orts. A number of tools for
building ontologies from large datasets have also been developed [4, 17]. Inspite
of existing frameworks, ontology construction for specialized domains still re-
quires extensive collaboration between ontology engineers and domain experts
for enabling accurate reasoning and knowledge inferencing. Automated methods
for inferencing and extending domain ontologies is one of the research questions
that will be addressed in this thesis.

Knowledge graph construction. Due to the popularity of knowledge
graphs, automated KG construction has garnered a lot of attention from the re-
search community. Large multi-lingual KGs such as Yago [16] and DBpedia [14]
have been generated by leveraging Wikipedia for data and schema derivation.
There have been several e�orts towards automatic construction of general pur-
pose KGs from the Web based on machine learning techniques [2, 19]. However,
automated KG construction techniques su�er from a number of shortcomings
in terms of their coverage and scalability. Generic techniques fail to achieve
comparable performance for domain-speci�c datasets, particularly for cultural
heritage collections. Though there have been some e�orts in this direction [3],
previous work on automated KG construction for the cultural heritage domain
is relatively sparse and therefore, the main focus of this thesis.

4 Linked Open Data: http://www.w3.org/DesignIssues/LinkedData
5 OpenGLAM: http://openglam.org
6 Europeana: http://europeana.eu
7 DPLA: https://dp.la/
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3 Problem Statement

The main goal of this thesis is to enable automated construction of a domain-

speci�c, semantically-rich knowledge graph from cultural heritage datasets.

The construction of a knowledge graph from any data source involves ontol-
ogy design as well as several information extraction tasks including named entity
recognition (NER), entity linking and relation extraction. While these tasks are
already subject to active research, the construction of an art knowledge graph
faces domain-speci�c challenges and needs customized solutions for several re-
search problems. We identify the following research questions as the focus of this
thesis:

How can a domain-speci�c ontology be learnt automatically from

data? Ontology design and construction is one of the �rst and most important
steps for KG construction, yet it has largely remained a manual task, particularly
for new domains. In order to create a KG from domain-speci�c data, experts are
sought out to manually build a suitable representative ontology. General pur-
pose ontologies, such as those that are included in DBpedia [14] and Yago [16],
may already contain a few concepts that are relevant for the domain and thus
could be borrowed. However, to encompass all aspects of the domain, especially
with reference to a speci�c dataset, the extension of the existing ontologies be-
comes essential. There are several ontologies that are have been designed for the
semantic representation of speci�c cultural heritage datasets. For example, the
OpenART ontology [1] describes a research dataset about London's art world.
The CIDOC-CRM [5] is a well-known ontology that provides a description of het-
erogeneous cultural heritage information. However, these ontologies have been
largely designed and derived from underlying datasets via manual e�orts that
could be laborious and expensive. Our problem statement is to enable auto-
mated ontology learning with the help of domain-speci�c datasets and existing
ontologies in the context of the cultural heritage domain.

How can we extract artwork titles from cultural heritage data col-

lections through named entity recognition? Titles of artworks, such as
paintings and sculptures, are one of the most important entities in cultural her-
itage. It is common to have generic artwork titles such as `Girl before a mirror '
(by Pablo Picasso) and abstract titles such as `untitled', making it hard to iden-
tify such titles as named entities. Most existing NER e�orts are restricted to only
a few common categories of named entities, i.e., person, organization, location,
and date. Fine-grained NER or FiNER aims to classify the entities into sev-
eral more entity types [15] which is essential for domain-speci�c NER. However,
previous works on FiNER are not speci�cally catered to the cultural heritage
domain and therefore, do not explicitly identify artwork titles as a named entity
type. For the construction of an art KG, we want to identify the mentions of
artworks, as important named entities, from cultural heritage collections.

How can cultural heritage entities be connected by meaningful re-

lations? Understanding the relations between the various entities of a domain
is essential for semantic analysis. A comprehensive art knowledge graph will not
only consist of artwork and artist entities, but also include cultural institutions
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(such as museums and galleries), art styles and movements, auction and exhi-
bition events related entities such as auction houses, exhibition venues, artwork
owners etc., along with speci�c attributes and relations. A domain ontology
can act as a guide for automated relation discovery by restricting the possible
types of relations between two entities. E.g., an artwork can be connected with
a museum through exhibited or acquired relation but not with created relation.
Existing KGs (such as Wikidata that contains almost 15,000 artwork entities)
can be leveraged to obtain an initial set of relations to train machine learning
models for further inference. However, due to their skewed and incomplete rep-
resentation of the domain(limited to instances of only a few popular entities
such as artworks and artists), an accurate and comprehensive representation of
domain-speci�c datasets is not possible by merely re-using the existing KGs,
but requires the construction of a domain-speci�c KG. In order to make such a
KG useful for semantic exploration by the domain experts, further enrichment
is desirable, which leads to the next research question.

How can enrichment of an art knowledge graph enable e�cient se-

mantic exploration? The augmentation of the cultural heritage entities and
relations with additional attributes can prove useful for exploration by art ex-
perts. Artwork entities can be enriched with provenance information to facilitate
the tracking of their history and origins, whereas relations between artists can be
enhanced with data about their in�uence on each other's work. Taking advantage
of the multilingual texts present in cultural heritage collections, the KG can be
enriched with multilingual labels for di�erent entities, especially artworks. Fur-
ther, clustering techniques can be used for inference tasks such as identi�cation
of art styles for artists, this insight can be added back to the KG for discovery
and analysis by art historians. We focus on the enrichment and re�nement of
the KG to alleviate its usefulness for semantic exploration of cultural heritage.

4 Research Methodology and Approach

The overall methodology adopted for addressing the research problems in this
thesis consists of the following steps:

1. Identi�cation and exploration of the research space, including work on the
same task from other domains.

2. Investigation of the limitations of any existing solutions and formulation of
the challenges speci�c to cultural heritage domain.

3. Formalization and implementation of the possible solutions.
4. Evaluation of performance as compared to state-of-the-art techniques.
5. Iterative improvement in performance and usability based on feedback from

our project collaborators as well as art historians.

We discuss more on the planned approach for the ongoing research tasks in this
section, i.e. automated ontology learning and NER for artwork titles.

Automated ontology learning for domain-speci�c datasets. In spite
of several previous e�orts, automated ontology construction is still considered to
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Fig. 2. First approach for NER for Artwork titles

be an open problem. We propose to build an ontology for cultural heritage do-
main with the help of knowledge graph embeddings. KG embedding models based
on general purpose KGs, such as Yago and DBpedia, have gained signi�cant at-
tention in the past decade [22]. They have been shown to successfully improve
KGs by performing link prediction, entity typing and resolution. However, most
KG embeddings only model entity triples and ignore the rich semantic informa-
tion which comes from the ontological triples that are already present in many
modern KGs. The addition of ontological information to KG embedding mod-
els can improve their performance for KG completion as well as extend their
utility towards completion of the underlying ontological structure [8, 12]. We
propose that general KG embeddings enriched with domain-speci�c ontological
information can be used for predicting incomplete ontological triples, thereby
helping in ontology learning. We envision to leverage the existing ontological
information pertaining to cultural heritage that is present in frameworks such
as CIDOC-CRM (or even Yago and DBpedia) and extend these ontologies to
comprehensively describe previously unseen datasets.

Named entity recognition for artwork titles. Towards building an art

KG, we have started with the task of identifying mentions of artworks as named
entities from digitized art archives. Recognizing the lack of annotated train-
ing datasets as one of the major bottlenecks, we are designing a framework
for generating a large annotated corpus for training an NER model (Fig. 2).
Firstly, existing art resources, that are integrated in popular knowledge bases,
such as Wikidata8 were leveraged to create a large entity dictionary or gazetteer
of around 15,000 artwork titles. By matching the titles in the entity dictionary
with the text, we obtained precise annotations of named entity type artwork

from the underlying dataset, from which the NER model was able to learn use-
ful features. Annotation errors due to partial matching of named entities were
handled by heuristics-based boundary corrections to obtain higher recall of an-
notations. Further, to enable an NER model to learn from the textual patterns
present in the dataset for identi�cation of artworks, we plan to further augment
the training dataset with clean and well-structured silver standard annotations
that can be derived from Wikipedia articles [20]. Through this process, we aim
to generate a large corpus of annotated data via automated approaches from any
art corpus for retraining existing NER tools and identify mentions of artwork
titles from art collections.

8 https://www.wikidata.org
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5 Evaluation Plan

The evaluation of the quality of a knowledge repository geared towards the
cultural heritage domain must be determined by its usefulness for the domain
experts. As such, we hope to enlist the assistance of our project partners to
provide the necessary feedback as well as critical comments at di�erent stages
of knowledge graph construction. This is particularly important for ontology
creation, where the quality of an inferred ontology can best be judged by domain
experts. In order to perform an empirical evaluation of our proposed method to
learn ontologies using knowledge graph embeddings, gold standard test data can
be created by deleting some concepts from an existing ontology and inferring
these concepts to test the e�ectiveness of the method.

For judging the quality of the overall KG from an information extraction
point of view, we plan to consider two aspects - completeness in terms of the
coverage of the facts, and correctness in terms of number of erroneous facts.
The precision, recall and F1 scores will be used for quantifying the completeness
whereas the accuracy measure can be used for correctness. Although a deter-
ministic measurement of the completeness of the KG is di�cult due to the open
world assumption, we plan to make estimations based on the coverage of facts
that can be extracted from pre-identi�ed texts (such as Wikipedia articles). For
performing these intrinsic evaluations, we plan to manually create a gold stan-
dard dataset against which the scores will be calculated. We also plan to perform
the extrinsic evaluation for the KG in the context of domain-speci�c use cases to
determine whether the KG can support certain desirable downstream tasks such
as search and retrieval of artwork entities and other semantic tasks including
named entity disambiguation, semantic similarity and pattern mining.

6 Preliminary Results

In this section, we present the �rst results from our research e�orts on NER for
artworks. As discussed in Section 1.2, the dataset for this work consisted of a size-
able collection of digitized art historical documents. After initial pre-processing
the dataset consisted of 19,310,429 sentences, which was then transformed into
annotated NER data with the �rst two steps of the approach as described in
Section 4 (Fig.2). The number of annotations and unique entities in the training
dataset were respectively - 413,932 and 24,966. In order to measure the impact
of the quality of the training data on NER performance, we trained the baseline
NER model for the new entity type artwork on the annotated training dataset
and evaluated the trained model with the help of a manually created test dataset.
The performance of the re-trained NER model in terms of precision, recall and
F1 scores was evaluated with strict9 as well as relaxed10 metrics (based on exact
and partial boundary matches).

9 https://www.clips.uantwerpen.be/conll2003/ner/
10 https://www-nlpir.nist.gov/related_projects/muc/proceedings/muc_7_

proceedings/overview.html
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Table 1. Performance of NER Models Trained on Di�erent Datasets

Strict Relaxed

NER model P R F1 Acc P R F1 Acc

Baseline .14 .06 .08 .24 .22 .08 .12 .37
Re-trained .23 .22 .23 .61 .39 .41 .40 .68

The preliminary results as shown in Table 1 have demonstrated notable im-
provement in performance for the NER models that were trained with annotated
data as compared to the baseline performance. Though the improvements are
encouraging, the absolute numbers are still low for the NER model to be useful
in practice. Thus, we are exploring further improvement in performance by the
addition of contextual features to the training dataset, such as annotations for
artist names and art styles.

7 Conclusion

The main goal of this thesis is the automated construction of domain-speci�c
knowledge graphs and ontologies. To this end, we consider the cultural heritage
domain and adapt information retrieval tasks to overcome speci�c domain chal-
lenges. So far, we have studied related work and de�ned a methodology that will
guide our research e�orts throughout this work. We have partially addressed the
problem of named entity recognition for artworks in a cultural heritage collection
and obtained promising preliminary results that highlight the potential for the
practical applications of this work.
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