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1. Empirical and experimental
2. Theoretical
3. Computational
4. Data-intensive
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The Fourth Paradigm of Science

We have to do better producing tools to support the 
whole research cycle - from data capture and data 

curation to data analysis and data visualization. Jim Gray



■The End of Theory: The Data Deluge Makes the Scientific Method Obsolete 
(Chris Anderson, Wired, 2008)
□All models are wrong, but some are useful. (George Box)
□All models are wrong, and increasingly you can succeed without them.

(Peter Norvig)
■Before Big Data: Correlation is not causation!
■With Big Data: Who cares? 
□ Petabytes allow us to say: “Correlation is enough.”
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Big Data = Science?

vs.



Data Science Pipeline
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Capture

Extraction

Curation Storage

Search

Sharing Querying

Analysis

Visualization

Data Engineering Data Science



Data preparation in reality

“Cleaning Data: Most Time-Consuming, Least Enjoyable Data Science Task”, Gil Press, Forbes, March 23rd, 2016
http://www.forbes.com/sites/gilpress/2016/03/23/data-preparation-most-time-consuming-least-enjoyable-data-science-task-survey-says/
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What data scientists spend 
the most time doing?

Building training sets:
3%

Cleaning and
organizing data: 60%

Collecting data sets:
19%

Mining data for
patterns: 9%

Refining algorithms:
4%

Others: 5%
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10%

57%

21%
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What is the least enjoyable part 
of data science?

Building training sets:
10%

Cleaning and
organizing data: 57%

Collecting data sets:
21%

Mining data for
patterns: 3%

Refining algorithms:
4%

Others: 5%

http://www.forbes.com/sites/gilpress/2016/03/23/data-preparation-most-time-consuming-least-enjoyable-data-science-task-survey-says/


1. Bad Files
2. Data Preparation
3. Bad Data
4. Data Cleaning

Overview
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■Data lakes

■Open (government) data

■ Instrumented processes

■Sensor data

■Experimental output

■Database exports

■Excel

Data Sources – Data Formats
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■Data discovery
■Data validation
■Data structuring
■Data enrichment
■Data filtering
■Data cleaning

■And for data scientists
□ Feature selection
□ Feature extraction

Data Preparation: Tasks and Tools
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■Mondrian
□Dissecting multi-table files

■ExtracTable
□ Parsing visually delimited files

■Suragh
□ Identifying ill-formed records

■Strudel
□Classify cell-types

■AggreCol
□ Identify aggregation cells

■ Pollock
□A data ingestion benchmark
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Selected Data Preparation Projects – Bringing Order to Files



Mondrian
Dissecting multi-table files
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Mondrian: Multitable Spreadsheets
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Mondrian: Clustering-based Table Recognition 
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1. Render spreadsheet as image
2. Recognize elements
3. Cluster elements into tables
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 Different files may contain
the same region layouts

 Same layout – different
shapes of regions

 Template: a set of equivalent
layouts 

Mondrian: Layout Templates
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ExtracTable
Parsing visually delimited files

18



ExtracTable: Bad Files – Worse Files
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ExtracTable: Process
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Topic                                               Student            Supervision
Extracting Plain Tables from Text                   Leonardo Hübscher  Felix Naumann, Lan Jiang
Distributed Duplicate Detection on Streaming-Data   Jakob Köhler       Thorsten Papenbrock
Multi-Aspect Embeddings for Fiction Novels          Lasse Kohlmeyer    Ralf Krestel, Tim Repke
Generating Rap Lyrics with Flow and Rhythm          Noel Danz          Ralf Krestel, Tim Repke
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file



Suragh
Identifying ill-formed records
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Ill-formed Records Abort Data Loading



Suragh: Row Patterns – Outlier Rows
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Strudel
Classify cell-types
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Strudel: Verbose CSV Files

Metadata

Header

Group header

Data

Aggregation

Notes

Header

Data

Aggregation

Notes

Group header

Metadata

Crime In the US (CIUS): https://ucr.fbi.gov/crime-in-the-u.s

https://ucr.fbi.gov/crime-in-the-u.s
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Strudel: Structure Diversity in Verbose CSV Files

Metadata

Header

Group header

Data

Aggregation

Notes
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Strudel: Cell Classification Features

■ Content features 
□ Cell value length
□ Cell data type
□ Cell row/column index (position)
□ Cell has aggregation keywords 

(e.g., “total”)
□ Row/column of this cell has 

aggregation keywords
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Strudel: Cell Classification Features

■ Contextual features
□ Is preceding/following row empty
□ Is left/right column empty
□ Empty cell ratio in the row/column
□ Block size (4-connected 

component incl. cell)
□ Neighbor cell value length
□ Neighbor cell data type
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Strudel: Cell Classification Features

■ Computational feature
□ Is the value of this cell an 

aggregation of other cells in the 
same row or column?



AggreCol
Identify aggregation cells

30



AggreCol: Aggregations in CSV Files
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MICROS Systems, Inc.
Financial Summary

% Change

Income Statement Data 2003 vs. 2002 FY2003 FY2002 FY2001 FY2000 FY1999 FY1998 FY1997
Hardware Revenue 2.2% $137,013 $134,121 $116,058 $152,186 $155,237 $126,974 $102,816
Software Revenue 17.8% $71,251 $60,484 $55,873 $66,290 $63,317 $57,744 $45,985
Service Revenue 11.2% $191,927 $172,558 $154,845 $143,378 $118,525 $97,200 $79,368
Total Revenue 9.0% $400,191 $367,163 $326,776 $361,854 $337,079 $281,918 $228,169

Memo Item:

Maintenance Revenue 
(included in Service Revenue) 13.9% $113,274 $99,467 $87,007 $65,628 $54,953 $45,908 $37,382

Hardware Gross Profit 2.3% $38,977 $38,116 $40,683 $51,462 $50,670 $43,947 $39,267
Hardware Gross Profit % - 28.4% 28.4% 35.1% 33.8% 32.6% 34.6% 38.2%
Software Gross Profit 11.5% $54,045 $48,457 $46,875 $51,349 $52,138 $47,235 $37,464
Software Gross Profit % -4.2 Points 75.9% 80.1% 83.9% 77.5% 82.3% 81.8% 81.5%
Service Gross Profit 16.5% $105,538 $90,564 $76,472 $71,741 $61,367 $46,455 $39,447
Service Gross Profit % +2.5 Points 55.0% 52.5% 49.4% 50.0% 51.8% 47.8% 49.7%
Total Gross Profit 12.1% $198,560 $177,137 $164,028 $174,552 $164,175 $137,637 $116,178

Gross Profit % +1.4 Points 49.6% 48.2% 50.2% 48.2% 48.7% 48.8% 50.9%

𝐓𝐓𝐓𝐓𝐓𝐓𝐓𝐓𝐓𝐓 𝐆𝐆𝐆𝐆𝐓𝐓𝐆𝐆𝐆𝐆 𝐏𝐏𝐆𝐆𝐓𝐓𝐏𝐏𝐏𝐏𝐓𝐓 = 𝐇𝐇𝐓𝐓𝐆𝐆𝐇𝐇𝐇𝐇𝐓𝐓𝐆𝐆𝐇𝐇 𝐆𝐆𝐏𝐏 + 𝐒𝐒𝐓𝐓𝐏𝐏𝐓𝐓𝐇𝐇𝐓𝐓𝐆𝐆𝐇𝐇 𝐆𝐆𝐏𝐏 + 𝐒𝐒𝐇𝐇𝐆𝐆𝐒𝐒𝐏𝐏𝐒𝐒𝐇𝐇 𝐆𝐆𝐏𝐏

% 𝐂𝐂𝐂𝐂𝐓𝐓𝐂𝐂𝐂𝐂𝐇𝐇 𝟐𝟐𝟐𝟐𝟐𝟐𝟐𝟐 𝐒𝐒𝐆𝐆.𝟐𝟐𝟐𝟐𝟐𝟐𝟐𝟐 =
𝐅𝐅𝐅𝐅𝟐𝟐𝟐𝟐𝟐𝟐𝟐𝟐 − 𝐅𝐅𝐅𝐅𝟐𝟐𝟐𝟐𝟐𝟐𝟐𝟐

𝐅𝐅𝐅𝐅𝟐𝟐𝟐𝟐𝟐𝟐𝟐𝟐

𝐇𝐇𝐓𝐓𝐆𝐆𝐇𝐇𝐇𝐇𝐓𝐓𝐆𝐆𝐇𝐇 𝐆𝐆𝐏𝐏 % =
𝐇𝐇𝐓𝐓𝐆𝐆𝐇𝐇𝐇𝐇𝐓𝐓𝐆𝐆𝐇𝐇 𝐆𝐆𝐏𝐏

𝐇𝐇𝐓𝐓𝐆𝐆𝐇𝐇𝐇𝐇𝐓𝐓𝐆𝐆𝐇𝐇 𝐑𝐑𝐇𝐇𝐒𝐒𝐇𝐇𝐂𝐂𝐑𝐑𝐇𝐇

𝐒𝐒𝐇𝐇𝐆𝐆𝐒𝐒𝐏𝐏𝐒𝐒𝐇𝐇 𝐆𝐆𝐏𝐏 % = 𝐅𝐅𝐅𝐅𝟐𝟐𝟐𝟐𝟐𝟐𝟐𝟐 − 𝐅𝐅𝐅𝐅𝟐𝟐𝟐𝟐𝟐𝟐𝟐𝟐



■Error level
□Difference between the true number 

and the observed number
□Highest observed error level: 37.5%
□29% of all aggregation have 

error level > 0%
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AggreCol: Errors in Aggregations
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AggreCol: Process
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Nested aggregation detectionCollective aggregation detectionIndividual aggregation detection

Adjacent list

Sliding window

Sum detector

Average detector

Subtraction 
detector

Division detector

Relative change 
detector

Detected 
aggregations

Pruning rules

Combined aggregations

Sum detector

Average 
detector

Subtraction 
detector

Division 
detector

Relative change 
detector

File constructing rules

Reconstructed files

Detected 
aggregations



Pollock
A data ingestion benchmark

34



Pollock: Benchmarking Ingestion Ability

Systems under test: 
• Programming framework (Pandas)
• Spreadsheet software (Libreoffice) 
• Database tool (MySQL)
• Data Visualization (Tableau)



Pollock: Benchmark Dimensions

CSV File 
Structure

File Level

File Name

File Extension

File Dimension

File Encoding

Dialect Level

Record Delimiter

Field Delimiter

Quotation 
Character

Escape Character

Table Level

Table Number

Column Number

Row Number

Metadata Rows

Row Level

Header
Structure

Fields Number

Row Dialect

Column Level

Header Content

Column Type 
Formatting
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■Data preparation adds syntactic and structural value
■Data cleaning adds semantic value
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Data Preparation vs. Data Cleaning



1. Bad Files
2. Data Preparation
3. Bad Data
4. Data Cleaning

Overview
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Real-world data is raw and dirty
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■ Incorrect prices in inventory retail databases
□Costs for consumers 2.5 billion $
□80% of barcode-scan-errors to the disadvantage of 

consumer

■ IRS 1992: almost 100,000 tax refunds not deliverable

■50% to 80% of computerized criminal records in the 
U.S. were found to be inaccurate, incomplete, or 
ambiguous.

■US-Postal Service: of 100,000 mass-mailings 
up to 7,000 undeliverable due to incorrect addresses
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DQ-Problems: Effects



Hidden Values / Hidden Value
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Source: Joachim Schmid, FUZZY! Informatik AG

District Street Sum      City           

Department
Embargo flag
Deletion flag

Legal form

Mobile phone
Phone

Cost center

Loading point
Construction site

Administration

Credit info
Commission

Delivery ID
Registration ID



Zooming into Information Quality
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Fitness for use

Accuracy, Objectivity, Believability, 
Reputation, Accessibility, Security, 

Relevance, Value-Added, Timeliness, 
Completeness, Amount of Data,

Interpretability, Understandability, 
Consistency, Concise Representation

179 Dimensions179

15

1



1. Bad Files
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3. Bad Data
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Overview
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Error Detection

Felix Naumann                         
Bad Files, Bad Data 2021

44



Data Repairing
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■ Integrity constraints (ICs)
□ Functional dependencies (FDs)
□Denial constraints (DCs)

– Functional Dependency ZIP  City:
∀𝑡𝑡1, 𝑡𝑡2 ∈ 𝑅𝑅: ¬(𝑡𝑡1. 𝑧𝑧𝑧𝑧𝑧𝑧 = 𝑡𝑡2. 𝑧𝑧𝑧𝑧𝑧𝑧 ∧ 𝑡𝑡1. 𝑐𝑐𝑧𝑧𝑡𝑡𝑐𝑐 ≠ 𝑡𝑡2. 𝑐𝑐𝑧𝑧𝑡𝑡𝑐𝑐)

– Same state, more income, lower tax rate:
∀𝑡𝑡1, 𝑡𝑡2 ∈ 𝑅𝑅: ¬(𝑡𝑡1. 𝑠𝑠𝑡𝑡𝑠𝑠𝑡𝑡𝑠𝑠 = 𝑡𝑡2. 𝑠𝑠𝑡𝑡𝑠𝑠𝑡𝑡𝑠𝑠 ∧ 𝑡𝑡1. 𝑧𝑧𝑖𝑖𝑐𝑐𝑖𝑖𝑖𝑖𝑠𝑠 > 𝑡𝑡2. 𝑧𝑧𝑖𝑖𝑐𝑐𝑖𝑖𝑖𝑖𝑠𝑠 ∧ 𝑡𝑡1. 𝑡𝑡𝑠𝑠𝑡𝑡𝑅𝑅𝑠𝑠𝑡𝑡𝑠𝑠 < 𝑡𝑡2. 𝑡𝑡𝑠𝑠𝑡𝑡𝑅𝑅𝑠𝑠𝑡𝑡𝑠𝑠)

□Other constraints
– Inclusion dependencies, matching dependencies, conditional 

dependencies…

■Automatic discovery methods: data profiling

■Duplicate detection
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What to Detect
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■ Find violations to integrity constraints
□Example integrity constraints:

1. ZIP → State
2. ∀𝑡𝑡1, 𝑡𝑡2 ∈ 𝑅𝑅: ¬(𝑡𝑡1. ST = 𝑡𝑡2. ST ∧ 𝑡𝑡1. SAL > 𝑡𝑡2. SAL ∧ 𝑡𝑡1. ROLE = E ∧ 𝑡𝑡2. ROLE = M)

□Which value is likely to be wrong?

What to Repair
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■Duplicate detection is the discovery of multiple 
representations of the same real-world object.

■ Problem 1: Representations are not identical.
– Fuzzy duplicates

□Solution: Similarity measures and threshold
– Value- and record-comparisons
– Domain-dependent or domain-independent

■ Problem 2: Data sets are large.
– O(n²): Comparison of every pair of records.

□Solution: Algorithms
– E.g., avoid comparisons by partitioning.
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Duplicate Detection



Origin of Duplicates
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Ironically, “Duplicate Detection” has many Duplicates

Doubles
Duplicate detection

Record linkage

Deduplication

Object identification

Object consolidation

Entity resolution
Entity clustering

Reference reconciliation

Reference matchingHouseholding

Household matching

Match

Fuzzy match

Approximate match

Merge/purge
Hardening soft databases

Identity uncertainty

Mixed and split citation problem



Number of comparisons: All pairs
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Reflexivity of Similarity
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Symmetry of Similarity
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Blocking by zip-code
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Sorting by zip-code
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■Candidate selection
□Blocking and windowing
□Adaptive blocking and meta-blocking

■Duplicate classification
□Rule-based approaches: explainability
□ML-based approaches

– Similarity measures as features
– Learned similarity measure
– Learned classifier
– Active learning

■Data Fusion / Record Merging

Duplicate Detection Today
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1. Bad Files
2. Data Preparation
3. Bad Data
4. Data Cleaning

Summary
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Data Fusion

Prof. Felix Naumann

Information Integration

Information Quality

Information Systems Team

Data Profiling
Entity Search

Duplicate Detection

Knowledge Management for the Arts

project DSV

Data as a Service

Opinion 
Mining

Data Scrubbing
project DataChEx

Dependency Detection Linked Open Data

Data Cleansing

Web Data
Entity 

Recognition

Text Mining

Dr. Ralf Krestel

Michael Loster

Hazar Harmouch

Diana Stephan

Tobias Bleifuß

Tim Repke

Lan Jiang

Web Science

Data Change

project Metanome

Leon Bornemann

Change Exploration
Data Preparation

Nitisha Jain

project Janus

project DataKnoller

Dr. Thorsten Papenbrock

Phillip Wenig

Mazhar Hameed
Sebastian Schmidl

Distributed Computing

CSV parsing

Alejandro 
Sierra-Múnerah
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