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Assignment 4: Spark

Hasso
Inclusion Dependency Discovery ﬂmii‘i?ﬂ

Definition: ~ Given two relational instances rpand r; for the schemata R;, and R,
respectively. The inclusion dependency  R[X] P Rj[Y] (shortX P Y)with X P R,
YP R and [X| =] Y|isvalid, iff } t;[X]~ r;, mt[Y] N orpc t[X]= tlY].

nAIl I values 1 n X are also contained i n Y

We consider only unary INDs for
this task, i.e., |X| =|Y]| =1

foreign -key candidates

L ME

Thorsten Papenbrock
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Assignment 4: Spark
Inclusion Dependency Discovery

- Type Equatorial Mass | Orbital [ Orbital [ Rotation | Confirmed Tims || Anemee - Rotation Revolution _ Unicode Glyph
diameter radius period period moons Period Period Sun U+2609
Mercury | Terrestrial 0.382 | 0.06 0.47 0.24 58.64 0 no minimal Mercury 58.6 days 87.97 days Moon U+263D
Venus | Terrestrial 0949 | 0.82 072 062 | i243. 0 no CO, N, RENdlS 243 days 224.7 days Moo U+263E
Earth | Terrestrial 1000 | 1.00 1.00 1.00 1.00 1 no N, O, Ar Earh 0.99 days 365.26 days Mf/mury Ufsj': |
Mars | Terrestrial 0532 | 011 152 1.88 1.03 2 no| CO, N, Ar Mals 103 days 1.88 years :::s Uﬁpgzg
Jupiter 0.41 days 11.86 years
Jupiter Giant 11.209 | 317.8 5.20 11.86 0.41 67 yes H,, He SR 0.45 days 2946 years Mars U+2642 ]
Saturn Giant 9.449 | 952 954 |  20.46 0.43 62| yes H,, He Trarns 0.72 days 84.01 years JSUP'tef B‘fgsﬁ
Uranus Giant 4007 | 146 | 1922 | 8401 T0. 7 27| yes Ha, He | [Neptune 0.67 days 164.79 years uz::; U:2645
Neptune Giant 3.883 17.2 30.06 164.8 0.67 14 yes H,, He Pluto 6.39 days 248.59 years Uranus U+26E2
_ Synodic  period Synodic period (mean ) Days in retrograde _ Mean _distance Relative mean distance Ng)tu%ias a UL2$426
Mercury 116 3.8 ~21 Mercury 57.91 1 Erg A U+2
Vaus 584 192 P Venus 108.21 1.86859 i Us2647
Mars 780 25.6 72 Earth 149.6 1.3825 Pluto|  not present -
Jupiter 399 131 121 Mars 227.92 1.52353 Aries U+2648
Saturn 378 12.4 138 JL(I:;:I'S ‘7‘;;;3 1:;?;2‘ Taurg§ U+§6;12
ranus 870 1215 151 Saturn 143353 1.84123 (CBZZ"C'Z', 3:2245
Neptune 367 1207 158 Uranus 2,872.46 2.00377 Leo U+264C
Pluto 5,869.66 1.3058 Libra U+264E
Aries | 1st House Mars Venus Sun Saturn Mercury Scorpio U+264F
Taurus | 2nd House Venus Pluto Moon Uranus Jupiter - Calculated Observed Perfect Actual Sagittarius U+2650
Gemini | 3rd House | Mercury Jupiter N/A N/A Saturn (inAY) (in AU) octaves distance Capricorn U+2651
Cancer | 4th House Moon Saturn Jupiter Mars Venus MEIGHY 04 0.387 0 0 Capricorn U+2651
Leo| 5th House Sun Uranus Neptune Mercury Mars VEUS 07 0723 1 L1 Aquafrius U+2652
N Earth 1 1 2 2 Pisces U+2653
Vfrgo 6th House Mercury Neptune | Pluto, Mercury Venus Saturn Vs 16 1524 2 37 Coniuncm U+260C
Libra | 7th House Venus Mars Saturn Sun Moon e e 28 2767 8 78 -
Scorpio | 8th House Pluto Venus Uranus Moon Saturn Jupiter 52 5.203 16 15.7 Thorsten Papen brock
Sagittarius 9th House Jupiter Mercury N/A N/A Sun Saturn 10 9.539 32 29.9
Capricorn_| 10th House Saturn Moon Mars Jupiter Mercury Uranus 19.6 19.191 64 61.4 Sllde 4
Aquarius | 11th House Uranus Sun Mercury Neptune Venus Neptune 38.8 30.061 96 -96.8
Pisces| 12th House Neptune Mercury Venus | Pluto, Mercury Moon Pluto 77.2 39.529 128 127.7 http://webdatacommons.org/webtables/index.html
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6 Expected output

6 Write the discovered INDs lexicographically sorted to the console

6 Use the following style for your output:

<dependent> < <referencedl1>, <referenced2>, &

6

7z

So the correct output should look as follows:

C_CUSTKEY< P_PARTKEY

C_NATIONKEY< S_NATIONKEY, N_NATIONKEY

L_ COMMIT<L_SHIP, L_RECEIPT

L_LINENUMBER< C_NATIONKEY, S_NATIONKEY, O_ORDERKEY, L_SUPPKEY, N_NATIONKEY, S_SUPPKEY, P_PARTKEY, P_SIZE, C_CUSTKEY,  L_PARTKEY
L_LINESTATUS < O_ORDERSTATUS

L_ORDERKEY< O_ORDERKEY

L_PARTKEY < P_PARTKEY

L_SUPPKEY < P_PARTKEY, S_SUPPKEY, C_CUSTKEY

L_TAX < L_DISCOUNT

N_NATIONKEY < C_NATIONKEY, S_NATIONKEY

N_REGIONKEY< C_NATIONKEY, S_NATIONKEY, N_NATIONKEY, R_REGIONKEY

O_CUSTKEY< P_PARTKEY, C_CUSTKEY

O_SHIPPRIORITY < C_NATIONKEY, S_NATIONKEY, N_REGIONKEY, N_NATIONKEY, R_REGIONKEY

P_SIZE <L_SUPPKEY, S_SUPPKEY, P_PARTKEY, C_CUSTKEY, L_PARTKEY Thorsten Papenbrock
R_REGIONKEY< C_NATIONKEY, S_NATIONKEY, N_REGIONKEY, N_NATIONKEY Slide 5
S_NATIONKEY < C_NATIONKEY, N_NATIONKEY

S_SUPPKEY< L_SUPPKEY, P_PARTKEY, C_CUSTKEY
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input tuples cells p::::;;:::teign pafgi:li‘:::i ‘::ing attribute sets attribute sets inclusion lists partition aggregate sp]itI:qnlgz
R “Thriller”, “Thriller”, {a,t 4, (p.{tp)) —» (p.{p})
CTheiler’ 4, |0 % 7 7 E{p}]{a 2 — = (th (p)) > _(tp. (o)) Cp. (o)) > tp<p
"Thriller") ~ : —P / I S L (4 (tp}) n (n, 0) (p. {tp))
E— (“Thriller”, {t}) : ) > (.01 () > pcp
R (“Thriller”, {a}) P— -
ot 5. o) » 6w - (o) H o ] fatta) @ () HH ] @ ) - (o () act
"Beat it") |ty By (t, {ata}) (t {ata})
Worker 1 | (Beatit’,{t}) | > (‘Beatit’, {t}) | T ("Beat it’, {t}) ) {1} l [{a {; ) l\ (t; {;,t}) l_/-) (ta, {at}) aCta
: \ : (. tp} en U N
Worker2 (“Thriller”, {ta}) » (“Thriller”, {ta}) * (“Thriller”, {a,t}) (b. Gh) Q o0 o) | taca
(“Thriller”, 4, <: e I ey J (tp, {p)) | (£ 0) ' |
"MJ") S ik S A L m > M0 —» (00) (n,0) tact
Y B 6 V1 SR ) J//: ("MJ", {n}) o
(“Thriller”, 5, é'% SN Figure 2: Dataflow for deriving INDs from the outer join product.
"EvH") I k. S !
Tk (EvHL ) »  ("EvH".{n}) —>| ("EvH", {n}) }—"I {n}
) ) ‘ Data FlatMap Reduce
Figure 1: Dataflow for a distributed full outer join on all columns of a dataset. The attribute Mslflltli‘-.;;ie q R:g)hrtds > unio?aﬁ:riilfutes
names and some values are abbreviated for the purpose of lucidity. |
v
FlatMap Reduce
Create »  byfirstattribute —» ?::] '::
Scaling Out the Discovery of Inclusion Dependencies inclusion lists intersect attributes
S. Kruse, T. Papenbrock , F. Naumann ,
Proceedings of the conference on Database Systems for Business, Figure 3: Stratosphere plan for unary IND

Technology , and Web (BTW). pp. 445  -454 (2015). detection.



import org.apache.spark.sqgl.functions.
import org.apache.spark.sqgl.

val inputs = List("region", "nation", "supplier", "customer", "lineitem", "orders", "part")

def readData(fileMame: String): Dataset[Row] = {
spark

. read
.option("inferschema", "false")
.option("header", "true")
.option("quote", "\"")
.option("delimiter", ";"}
.csv(s"data/TPCH/tpch_$fileName.csv")

}
val data = inputs.maplreadData)
def pairValuesToAttribute(dataframe: Dataset[Rowl): Dataset[(String, String)] = { Distributed Data
val columnNames = dataframe.columns Management
dataframe _ _
.flatMap(r == columnNames.map(column == (r.getString(r.fieldIndex(column}), column))) Exercise Evaluation

.toDF{"value", "attribute")
.as[(String, String)]

} Thorsten Papenbrock

val allValueAttributePairs = data Slide 7
.map(pairValuesToAttribute)
.reduce(_.union( J})
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.map(pairValuesToAttribute)
.reduce(_.union( J})



Assignment 4: Spark

Evaluation

LCE
AlpAkka

executes?

Alpha

BlockchainOnAkka

Chewbakka

Code Monkeys

Dally

ddm team 42

Distributed Wealth

Duftes Daten Mischen (DDM)

Euphorische Elefanten

mAKKAronis

MeMyselfAndSomeoneElse

Multiprocessing Moguls

So Called Engineers

supreme-broccoli

Taube Nuesschen

the reapers

Unknown Pleasures

wOOt?

sindy

correct?

terminates?
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Assignment 4: Spark

Evaluation

executes?

correct?

terminates?

: Job aborted due
. to stage failure: Total size of serialized results

MiB) is bigger than

(1024.0

[

MiB)
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Collect() action at the end of your pipelines collected
GKFYy wmD.

AlpAkka _ .
Alpha ves org.apache.spark.SparkException
BlockchainOnAkka yes

Chewbakka es of 10783 tasks (1024.0 .

Code Monkeys _ spark.driver.maxResultSize
Dally yes _—

ddm team 42 yes

Distributed Wealth yes Y 2 NB

Duftes Daten Mischen (DDM) yes

Euphorische Elefanten yes

mAKKAronis yes

MeMyselfAndSomeoneElse yes

Multiprocessing Moguls yes

So Called Engineers yes

supreme-broccoli yes

Taube Nuesschen yes

the reapers ves

Unknown Pleasures yes

wOOt? ves

sindy yes

There is

spark.driver.maxResultSize
but how do the results become

so huge?

NB & dzf

Slide 10
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Assignment 4: Spark
Evaluation

\

o e Flatten + Concat Table Entries to 1 list Gr.'oup By Item
P Output: (item, column) Qutput: (item, Set(columns))

) ~
Team executes? inflate to possible inclusion inflate to possible inclusion Drop items
AlpAkka out t_deﬂengeT”C'eﬁ | dependencies Output: Set(Col 1,..., Col n)
Alpha ves put: (col, (col,..,coln) Output: (col, SET(col1,..,coln)
BlockchainOnAkka yes {}
Chewbakka es
Code Monkeys clean by intersect + drop empty . .
Dally yes Output: (col, SET(col1,..,coln) prepare output with <and , and print
ddm team 42 yes
Distributed Wealth yes
Duftes Daten Mischen (DDM) yes
Euphorische Elefanten yes
mAKKAronis yes
MeMyselfAndSomeoneElse yes
Multiprocessing Moguls yes
So Called Engineers yes
supreme-broccoli yes
Taube Nuesschen yes
the reapers ves
Unknown Pleasures yes
wOOt? ves
sindy yes




