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The HPI – Hasso Plattner InstitutThe HPI – Hasso Plattner Institut
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■ Founded in 1998 as a Public Private Partnership

■ Hasso Plattner, co-founder of SAP, endowed over 200 Mio. Euro.

Adj i d ith th  U i it  f P t d■ Adjoined with the University of Potsdam

□ Capital of Brandenburg, bordering Berlin

■ 400 students – Bachelor  Master  and PhD■ 400 students Bachelor, Master, and PhD
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“Data Fusion in Three Steps”
DE Bulletin  2006DE Bulletin, 2006
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Wordle.net
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OverviewOverview
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■ Information Quality 

■ Step 1: Schema Matching

St  2  D li t  d t ti■ Step 2: Duplicate detection

■ Step 3: Data fusion

■ Summary■ Summary
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QualityQuality
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“Even though quality
cannot be defined, you
know what it is.”

Robert Pirsig
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Zooming into Information Quality
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Zooming into Information Quality

Fitness for useFitness for use11

Accuracy, Objectivity, Believability, 
Reputation, Accessibility, Security, 

1515 Relevance, Value-Added, Timeliness, 
Completeness, Amount of Data,

Interpretability, Understandability, 

1515

Consistency, Concise Representation

179179 179 Dimensions179179
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Data Quality: Problems
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Data Quality: Problems

CUST KNr Name Birthday Age Sex Phone ZIP

Contradictions Ref. integrityRepresentation

y g

1234 Kuhn, Mark 18.2.80 37 m 999-9999 98693

1234 Anne Will 32.2.70 37 f 768-4511 55555

1235 Mark Kuhn 18.2.80 27 m 567-3211 98693
Uniqueness

lADDRESS ZIP Place

98693 Potsdam

Missing values Duplicates

98684 Postdam

98766 Germany

Typos Incorrect values
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DQ-Problems: EffectsDQ-Problems: Effects
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■ Fehlerhafte Warenpreise in Artikel-DB des US-
Einzelhandels [English 1999]

□ Kosten für Konsumenten 2 5 Mrd $□ Kosten für Konsumenten 2.5 Mrd $

□ 80% der Barcode-Scan-Fehler zulasten der 
Konsumenten

■ US-Finanzbehörde 1992: knapp 100.000 
Steuererstattungsbescheide unzustellbar 
[English 1999][English 1999]

■ 50-80% der Einträge im US-Vorstrafenregister 
ungenau, unvollständig oder fehlerhaft 
[Strong et al. 1997a]

■ US-Post: von 100.000 Massen-Postsendungen 
bis zu 7 000 aufgrund von Adressfehlern bis zu 7.000 aufgrund von Adressfehlern 
unzustellbar [Pierce 2004]
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Death by TypoDeath by Typo
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DecimalsDecimals
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Common SenseCommon Sense
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Integrated Information SystemsIntegrated Information Systems
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Query

Integrated InformationIntegrated Information
System

FilOracle,
DB2…

Web 
Service

Appli-
cation

HTML 
Form

Integrated
Info. System

File
System
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OverviewOverview

14

■ Information Quality 

■ Step 1: Schema Matching

St  2  D li t  d t ti■ Step 2: Duplicate detection

■ Step 3: Data fusion

■ Summary■ Summary
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Schema Mapping in Context

movieDB
studios

filmDB
regisseure

Schema Mapping in Context

15
studios

studio
studio
directors

director
dirID
di

regisseur
personID
name
studio

filme
film dirname

producers
producer

prodID
name

film
regieID
filmID
produzent
titel

Value correspondences

Source Target l

Interpretation

Source 
schema

Target 
schema

Logical Mapping

Query

Materia-Virtual 

Q y
generation

Transformation query lized
target data

target data
(view definition)

Source data
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Schema Mapping ExampleSchema Mapping Example
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•ARTICLE
•artPK

•PUBLICATION
•pubID

•title
•pages

AUTHOR

p
•title
•date

th•AUTHOR
•artFK
•name

•author

name

SELECT artPK AS pubID UNION  SELECT null AS pubIDp
title AS title
null AS date
null AS author

p
null AS title
null AS date
name AS author

FROM   ARTICLE FROM   AUTHOR
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Schema Mapping ExampleSchema Mapping Example
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•ARTICLE
•artPK
•title

•PUBLICATION
•pubID
•title•title

•pages
•AUTHOR

•title
•date
•author

•artFK
•name

Further 
interpretations?

SELECT artPK AS pubID
title AS title
null AS datenull AS date
name AS author

FROM ARTICLE, AUTHOR
WHERE ARTICLE artPK = AUTHOR artFKWHERE ARTICLE.artPK = AUTHOR.artFK
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Schema Matching – MotivationSchema Matching – Motivation

 100 t bl  tt ib t
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Schemata are

■ large

l

> 100 tables, many attributes

Deep Nesting
k■ complex

■ foreign

■ confusing

Foreign keys
XML Schema

■ confusing

■ different language

■ cryptic

Unknown synonyms

Unknown homonymsUnknown homonyms

|attribute name| ≤ 8
|table name| ≤ 8|table name| ≤ 8
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Schema Matching Classification [RB01]Schema Matching Classification [RB01]
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Schema Matching Approaches

Individual Approaches Combined Approaches

Schema-based Instance-based Hybrid Combined

Manual AutomaticLinguistic Constraint-
based

Linguistic Duplicate-
basedbased

Constraint-based

based
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OverviewOverview
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■ Information Quality 

■ Step 1: Schema Matching

St  2  D li t  d t ti■ Step 2: Duplicate detection

■ Step 3: Data fusion

■ Summary■ Summary
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Duplicate DetectionDuplicate Detection
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Duplicate detection is the discovery of multiple representations of the 
same real-world object.

■ Problem 1: Representations are not identical.

□ Fuzzy duplicatesy p

■ Solution: Similarity measures

□ Value- and record-comparisons

D i d d t  d i i d d t□ Domain-dependent or domain-independent

■ Problem 2: Data sets are large.■ Problem 2: Data sets are large.

□ Quadratic complexity: Comparison of every pair of records.

■ Solution: Algorithms

□ E.g., avoid comparisons by partitioning.
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Duplicate DetectionDuplicate Detection
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RR11
Duplicate

R1 × R2
Similarity measure

Al ithRR
?

AlgorithmRR22

Non-Non
duplicate
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Origins of duplicatesOrigins of duplicates
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OriginalOriginal
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Origins of duplicatesOrigins of duplicates
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Origins of duplicatesOrigins of duplicates
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Integrierte Daten

Schering B

Integrierte Daten

Schering
Kundenmanagement

Bayer
Kundenmanagement
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German namesGerman names
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Difficult namesDifficult names
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False DuplicatesFalse Duplicates
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Company duplicatesCompany duplicates
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MotivationMotivation

Customer Revenue31

■ Possible effects

□ Example: Portfolio Management Offers

C dit i  t d t t d

BMW 20.000

BaMoWe 5.000.000
□ Credit maximum not detected

□ Too low inventory levels

□ No quantity discount for multiple orders

Bayerische 
Motorenwerke

300.000

□ No quantity discount for multiple orders

□ Total revenue of preferred customers unknown

□ Multiple mailings of same catalog to same household

… …

■ General problems

□ Additional, unnecessary IT expenses

□ Low customer satisfaction

□ Potentials and dangers not detected

P  lit  fi i l d t□ Poor quality financial data
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Ironically, “Duplicate Detection” 
has many Duplicateshas many Duplicates

Doubles
D li t d t tiH h ld t hi

32
Duplicate detection

Record linkage

Household matching

Mixed and split citation problem Record linkage

Object identification
Match

Deduplication Object consolidation

Entity resolution

Fuzzy match

Entity resolution
Entity clustering

Approximate match
Identity uncertainty

Reference reconciliation
Merge/purge

Hardening soft databases

Reference matching
Householding
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Duplicate Detection – ResearchDuplicate Detection – Research
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Duplicate Detection

AlgorithmSimilarity measureIdentity Evaluation

Relational DWHXML Clustering / Partitioning Relation Precision/ Efficiency

Domain-
independent

Incremental/ 
Search

Domain-
dependent

Filters

g
Learning-ships Recall

independent Searchdependent

Edit-based Rules Data typesToken-based

Relationship-aware
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Token-based Similarity MeasuresToken-based Similarity Measures
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■ Tokens

□ Words / Terms

□ n-grams□ n-grams

■ Jaccard

□ |{common tokens}| / |{all tokens}|

■ TFIDF [Cohen et al. 2003]

□ Term frequency: tf

Inverse document frequency: idf□ Inverse document frequency: idf

□ TFIDF: log (tf+1) x log (idf)

□ Common words have low weightg

□ Similarity measure: Cosine similarity of term vectors weighted 
by TFID

■ And many more ■ And many more 
[Koudas Srivastavasa 2005]
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Edit-based Similarity MeasuresEdit-based Similarity Measures

35

■ Jaro [Jaro 1989] / Jaro-Winkler [Winkler 1999]

□ Common letters within ½ string length

T d l tt□ Transposed letters

■ Edit-distance / Levenshtein-distance [Levenshtein 1965]

□ Minimum number of edits from one word to the other□ Minimum number of edits from one word to the other

□ Domain-specific costing

□ Dynamic Programming

■ Soundex

□ 4-letter code for each word
Frass Fricke

□ SOUNDEX('Farwick ') = F620 

■ …

Frass, Fricke, 
Fahruschi, 
Feuerhake
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Record Pairs as MatrixRecord Pairs as Matrix

37

1 2 3 4 5 6 7 8 9 1
0

1
1

1
2

1
3

1
4

1
5

1
6

1
7

1
8

1
9

2
0

1

2

3

4

5

6

7

8

9

10

11

12

13

14

15

16

17

18

19

20

Felix Naumann | OpEN.SC Symposium | May 2009



Number of comparisons: All pairsNumber of comparisons: All pairs
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Reflexivity of SimilarityReflexivity of Similarity
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Symmetry of SimilaritySymmetry of Similarity
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Partitioning / BlockingPartitioning / Blocking
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■ Partition the records (horizontally) and compare pairs of records 
only within a partition.

□ Partitioning by first two zip digits□ Partitioning by first two zip-digits

◊ Ca. 100 partitions in Germany
◊ Ca. 100 customers per partition
◊ => 495.000 comparisons

□ Partition by first letter of surname

□ …

■ Idea: Partition multiple times by different 
criteria. Source: wikipedia.de

□ Then apply transitive closure on discovered duplicates.
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ComplexityComplexity
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Still: Too many comparisons

■ 10.000 customers => 49.995.000 comparisons

(  ²  ) / 2□ (n ²  – n) / 2

□ Each comparison is expensive (complex similarity measures).

Idea: Avoid comparisons by heuristics

■ Filtering of records

■ Partitionierung
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Records sorted by ZIPRecords sorted by ZIP

43

1 2 3 4 5 6 7 8 9 1
0

1
1

1
2

1
3

1
4

1
5

1
6

1
7

1
8

1
9

2
0

1

2

3

4

5

6

7

8

9

10

11

190
comparisons

12

13

14

15

16

17

18

19

20

Felix Naumann | OpEN.SC Symposium | May 2009



Blocking by ZIPBlocking by ZIP
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Sorted Neighborhood
[Hernandez Stolfo 1998][Hernandez Stolfo 1998]
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■ Idea

□ Sort tuples so that similar tuples are close to each other.
□ Only compare tuples within a small neighborhood (window).□ Only compare tuples within a small neighborhood (window).

1. Generate key
□ E.g.: SSN+“first 3 letters of name“ + ...

2 S  b  k2. Sort by key
□ Similar tuples end up close to each other.

3. Slide window over sorted tuplesp
□ Compare all pairs of tuples within window.

■ Problems
Ch i  f k□ Choice of key

□ Choice of window size
■ Complexity: At least 3 passes over datap y p

□ Sorting!
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SNM by ZIP (window size 4)SNM by ZIP (window size 4)
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Precision & Recall 
(≈ correctness and completeness)(≈ correctness and completeness)
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All tuple-pairs

True duplicates
False negatives

Precision =
True positives

Declared duplicates

True positives Recall =
True positives

False positives

p
True duplicates

F Measure =
Declared duplicates

True negatives

F-Measure =
2 · Precision · Recall
Precision + Recall
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Arithmetic mean („Average“) vs. 
Harmonic mean ( F-Measure“)Harmonic mean („F-Measure )

z = ½ (x + y) z = 2 (x · y) / (x + y)z  ½ (x  y) z  2 (x  y) / (x  y)

48
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Duplikaterkennung – ZielkonflikteDuplikaterkennung – Zielkonflikte
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Precision RecallSimilarity thresholdy

Efficiency
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OverviewOverview
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■ Information Quality 

■ Step 1: Schema Matching

St  2  D li t  d t ti■ Step 2: Duplicate detection

■ Step 3: Data fusion

■ Summary■ Summary
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Data FusionData Fusion
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amazon.comamazon.com

$3.98H. Melville0766607194

IDID max lengthmax length MINMIN CONCATCONCAT

 $5.99Moby DickHerman Melville0766607194

bn.combn.com
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“Proper” Data FusionProper  Data Fusion
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a, b, c
 a, b, c, d

Source 1(A,B,C) 

a, b, dSource 2(A,B,D) 
a, b, c, -

a, b, -, d
 Complement.

tuplesa, b, d( ) a, b, , d

a, b, -
 a, b, -, -

a, b, -, -
 Identical tuplesa, b, , 

a, b, - a, b, -, -

a, b, c a, b, c, -

p

S b d l

b b

, ,
 a, b, c, -

a, b, -

, , ,

a, b, -, -
 Subsumed tuples

a, b, c
 a, f( b,e), c, d

a, e, d

a, b, c, -

a, e, -, d
 Conflicting tuples
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Conflict Resolution FunctionsConflict Resolution Functions

Min  Ma  S m  Standa d agg egation
53

Min, Max, Sum, 

Count, Avg, StdDev

Standard aggregation

Random Random choice

First, Last Choose first/last value; depends on order

Longest, Shortest Choose longest/shortest value

Choose(source) Choose value froma particular source

ChooseDepending(col, val) Choose depending on val in other column col

V t M j it d i iVote Majority decision

Coalesce Choose first non-null value

Group, Concat Group or concatenate all valuesGroup, Concat Group or concatenate all values

MostRecent Choose most recent (up-to-date) value

MostAbstract, MostSpecific Use a taxonomy / ontology

…. ….
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Visualization of Integrated DataVisualization of Integrated Data
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OverviewOverview
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■ Information Quality 

■ Step 1: Schema Matching

St  2  D li t  d t ti■ Step 2: Duplicate detection

■ Step 3: Data fusion

■ Summary■ Summary
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SummarySummary
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■ Data Quality

■ Step 1: Schema Matching

Si il it  M□ Similarity Measure

□ Combination of methods

■ Step 2: Duplicate Detection■ Step 2: Duplicate Detection

□ Similarity Measure

□ Algorithm

□ Data Model

■ Step 3: Data Fusion

□ Relational Operators

□ Conflict Resolution

Vi li ti  f S ti  d O l□ Visualization of Semantics and Overlap
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