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User Interfaces evolved from command lines to voice and touch interfaces, enabling more users to

benefit from various applications. Big data systems lack in usability as most require the user to be a skilled
programmer. Today’s workflows most often involve a domain expert talking to a data scientist interacting
with the big data systems, which is prone to misunderstanding.
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Interface Latency can play an important role in shaping user behavior and impacts the outcomes

of exploratory visual analysis. Delays of 500ms can incur significant costs, decreasing user activity and
data set coverage while reducing rates of observation, generalization and hypothesis.
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Today’s 
databases don’t 
implement much 

of AQP.

People don’t 
move quickly 

from their 
database.

On similar queries, Result Caching can be used to 

answer queries based on cached results of previous queries.

Approximate Query Processing (AQP) in the middleware can be done offline and online.

Data sources are prepared with offline AQP, e.g. being split into chunks. With online AQP, queries are first
divided into multiple queries and then merged to a result.

With interactive data analysis as the vision, today’s user interfaces already provide the necessary tools for
better interactivity. The big data systems, however, have workflows resembling the days of the punch
cards: Jobs must be submitted to a scheduler, results arrive seconds or even minutes later.
Optimizations to the data management stack partially solve the disparity between user interface
advancements and big data systems. Additionally, providing a middleware solution enables users to
implement these optimizations within their existing stack.
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