
Motivation

Back in 2017, the teams around Prof. Tobias 
Friedrich (HPI, Chair for Algorithm Engineering) 
and Dr Markus Wagner (University of Adelaide, 
Australia) have explored the concept of automated 
algorithm configuration to design new search 
operators. The experiments inspired theoretical 
investigations, which proved that the new methods 
beat state-of-the-art.

Many thanks to the Hasso Plattner Institute and to the HPI Future SOC Lab team for making this research possible.

OVERFITTING ON 
PURPOSE TO DESIGN 
NEW ALGORITHMS

Markus Wagner
Markus.Wagner@adelaide.edu.au

https://cs.adelaide.edu.au/~markus/

Best parameter 
combinations for t=600 
seconds (top left) , t=1800 
seconds (top right), and 
t=18 000 seconds (right).

Our Framework: Non-Dominated Sorting 
Biased Random-Key Genetic Algorithm

Problems with Interconnected Components
In optimization research, problems with different characteristics 
are investigated. To find an appropriate algorithm for a practical 
problem often assumptions about characteristics are made, and 
then a suitable algorithm is chosen or designed. For instance, an 
optimization problem can have several components interacting 
with each other. Because of their interaction they form an 
interwoven system where interdependencies in the design and 
the objective space exist. An optimal solution for each 
component independently will in general not be a good solution 
for the interwoven optimization problem. 

In order to provide an academic interwoven optimization test 
problem, the Traveling Thief Problem (TTP) was proposed in 
2013 where two well-known subproblems, the Traveling 
Salesman Problem (TSP) and the Knapsack Problem (KP), 
interact with each other. As in the TSP problem a so-called thief 
has to visit each city exactly once. In addition to just traveling, 
the thief can make profit during his tour by stealing items and 
putting them in the rented knapsack. However, the thief’s 
traveling speed decreases depending on the current knapsack 
weight, which then increases the rent that the thief has to pay 
for the knapsack. 

The TTP’s canonical formulation is a single-objective one, 
however, because the traveling time and profit represent 
solutions with different trade- offs, the problem is bi-objective in 
nature. To date, pretty much no research has considered this.

Results so far
• Performance greatly depends on runtime budget and instance

• Every of our introduced components is required for a good 
performance

Exhaustive Hyper-Parameter Study
972 combinations

9 instances

10 independent runs

5 hours each

è >50 CPU years for the 
final set of experiments

Population size N, elite population size Ne, mutant population 
size Nm, elite allele inheritance probability pe, fraction 𝝰 of the 
initial population created from TSP and KP solvers, and the 
frequency 𝞈 for local search.

An exemplary TTP
instance with 4 
cities. Start and end 
is in city 1. Each
city has one item
that can be picked
up. The thief’s 
knapsack capacity
is 80 units.

All bi-objective 
trade-offs are 
shown. Non-
dominated 
solutions present 
the optimal trade-
offs (“non-dom”, 
i.e., our target).
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