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Our group includes PostDocs, PhD students, and student assistants, and is headed by Prof. Felix Naumann. If you are interested in joining our team, please contact Felix Naumann.

	Full Team
	Felix Naumann
	Diana Stephan
	Tobias Bleifuß
	Leon Bornemann
	Dr. Lisa Ehrlinger
	Mazhar Hameed
	Youri Kaminsky
	Lukas Laskowski
	Daniel Lindner
	Sedir Mohammed
	Dr. Fabian Panse
	Dr. Matteo Paganelli
	Francesco Pugnaloni
	Sebastian Schmidl
	Alejandro Sierra-Múnera
	Phillip Wenig
	Open positions
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For bachelor students we offer German lectures on database systems in addition to paper- or project-oriented seminars. Within a one-year bachelor project, students finalize their studies in cooperation with external partners. For master students we offer courses on information integration, data profiling, and information retrieval enhanced by specialized seminars, master projects and we advise master theses.

	Teaching
	Course archive
	Bachelorprojekte
	Master Theses
	Master Projects




	Das Feinkost Data Warehouse


	General information
	Open theses
	Ongoing master's theses
	Completed master's theses
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Most of our research is conducted in the context of larger research projects, in collaboration across students, across groups, and across universities. We strive to make available most of our datasets and source code.

	Research Projects - Overview
	Data Profiling and Analytics
	Data Quality and Cleansing
	Data Preparation
	Distributed Computing
	Web Science
	RDBMS Genealogy
	Repeatability
	Conferences and Workshops
	



	Current and completed projects
	Metanome - Data Profiling
	Change Exploration


	KITQAR: Data Quality for AI Applications
	SNNDedupe
	CurEx
	COLT
	DuDe - duplicate detection


	Tasheeh
	MaGRiTTE
	Pollock
	Survey
	Suragh
	Mondrian
	Taxonomy
	Strudel
	AggreCol
	Data Preparation Bibliography


	Efficient Subsequence Anomaly Detection On Time Series Data
	Data Gossip


	CADL: Comment Analysis with Deep Learning
	Mímir: Corpus Exploration and Knowledge Management
	Knowledge Graphs
	AI4Art: Cognitive Analysis of  Art Resources and Text
	PAAR: Patent Analysis and Retrieval



	Algorithms
	Datasets
	Data Quality and AI
	Data Profiling
	Data Integration
	Schema Matching
	Text Mining
	Change Exploration


	QDB 2024
	QDB 2023
	LWDA 2016
	IQIS 2004
	QDB 2007
	ICIQ 2009
	WebDB 2010
	FGDB 2011
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Please do not hesitate to reach out directly to us, if you cannot find a paper, slides, or other research artifacts.

	All Publications
	Selected Presentations
	Dissertations
	Blog
	News





	Facing the Storm
	Bachelor-Project ProCSIA: Column Store Benchmarks
	Alphabetical Sorting of Authors
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				Dr. Thorsten Papenbrock
			

Professor (at the University of Marburg)
 Head of the Distributed Computing group
Hasso-Plattner-Institut
 für Softwaresystemtechnik
 Prof.-Dr.-Helmert-Straße 2-3
 D-14482 Potsdam
 
Current affiliation: University of Marburg (Website)
Email:  thorsten.papenbrock(a)hpi.de
 Profiles: Xing, LinkedIn
 Research: ORCID, GoogleScholar, DBLP, ResearchGate
Dissertation: Data Profiling - Efficient Discovery of Dependencies











				Projects
			
Metanome










				Research Interests
			
	Complex data engineering problems 		e.g. data profiling, data cleaning, and data integration


	Parallel and distributed computing challenges 		e.g. robustness, efficiency, and elasticity












				Technology Interests
			
	Data flow engines	e.g. map-reduce derivatives (Spark and Flink)


	Message passing systems	e.g. actor model toolkits (Akka and Orleans) or message queues (Kafka)


	Parallel hardware toolkits	e.g. GPU programming libraries (CUDA and OpenCL)












				Teaching
			
Lectures:
	Distributed Data Management (2018, 2019, 2020, 2021)
	Distributed Data Analytics (2017)
	Data Profiling (2017)
	Information Integration (2015)
	Data Profiling and Data Cleansing (2014)
	Database Systems I (2013, 2014, 2015, 2016, 2017)
	Database Systems II (2013)

Seminars:
	Sustainable Machine Learning on Edge Device Clusters (2020)
	Machine Learning for Data Streams (2019)
	Reliable Distributed Systems Engineering (2019)
	Mining Streaming Data (2019)
	Actor Database Systems (2018)
	Proseminar Information Systems (2014)
	Advanced Data Profiling (2013, 2017)

Bachelor Projects:
	UltraMine - Scalable Analytics on Time Series Data (2020/2021)
	DataRefinery - Scalable Offer Processing with Apache Spark (2015/2016)

Master Projects:
	Profiling Dynamic Data - Maintaining Matadata under Inserts, Updates, and Deletes (2016)
	Approximate Data Profiling - Efficient Discovery of approximate INDs and FDs (2015)
	Metadata Trawling - Interpreting Data Profiling Results (2014)
	Joint Data Profiling - Holistic Discovery of INDs, FDs, and UCCs (2013)

Master Thesis:
	Distributed Duplicate Detection on Streaming Data (Jakob Köhler, 2021)
	Distributed Graph Based Approximate Nearest Neighbor Search (Juliane Waack, 2020)
	A2DB: A Reactive Database for Theta-Joins (Julian Weise, 2020)
	Distributed Detection of Sequential Anomalies in Time Related Sequences (Johannes Schneider, 2020)
	Efficient Distributed Discovery of Bidirectional Order Dependencies (Sebastian Schmidl, 2020)
	Distributed Unique Column Combination Discovery (Benjamin Feldmann, 2019)
	Reactive Inclusion Dependency Discovery (Frederic Schneider, 2019)
	Inclusion Dependency Discovery on Streaming Data (Alexander Preuss, 2019)
	Generating Data for Functional Dependency Profiling (Jennifer Stamm, 2018)
	Efficient Detection of Genuine Approximate Functional Dependencies (Moritz Finke, 2018)
	Efficient Discovery of Matching Dependencies (Philipp Schirmer, 2017)
	Discovering Interesting Conditional Functional Dependencies (Maximilian Grundke, 2017)
	Multivalued Dependency Detection (Tim Draeger, 2016)
	Spinning a Web of Tables through Inclusion Dependencies (Fabian Tschirschnitz, 2014)
	Discovery of Conditional Unique Column Combination (Jens Ehrlich, 2014)
	Discovering Matching Dependencies (Andrina Mascher, 2013)

Online Courses:
	Datenmanagement mit SQL (openHPI, 2013)










				Selected Talks
			
	Data Profiling at Scale (HPI 2019)
	A Hybrid Approach to Functional Dependency Discovery (SIGMOD 2016)
	Holistic Data Profiling: Simultaneous Discovery of Various Metadata (EDBT 2016)
	Functional Dependency Discovery: An Experimental Evaluation of Seven Algorithms (VLDB 2015)
	Divide & Conquer-based Inclusion Dependency Discovery (VLDB 2015)










				Publications
			
Sorry, the requested view was not found.
The technical reason is: No template was found. View could not be resolved for action "view" in class "AcademicPuma\ExtBibsonomyCsl\Controller\DocumentController".








            


				Chair
			
Prof. Dr. Felix Naumann
Information Systems
E-Mail: felix.naumann(at)hpi.de
 
Assistant: Diana Stephan
Office: Campus II, House F, F-2.01
 Tel.: +49 (0)331 5509-280
 Fax: +49 (0)331 5509-287
 E-Mail: office-naumann(at)hpi.de
 
To visit us, please see these directions.







News

                03.04.2024
                | Congratulations to the EDBT Best Paper Award!
>
                Zum Artikel
            

                05.03.2024
                | Another Paper marked as reproducible by pVLDB Reproducibility Committee
>
                Zum Artikel
            

                21.01.2024
                | Paper accepted at W-NUT 2024

            We are excited to announce that our paper "The Effects of Data Quality on Named Entity Recognition" was accepted at the …
            >
                Zum Artikel
            

                19.12.2023
                | Congratulations Dr. Gerardo Vitagliano!
>
                Zum Artikel
            

                13.12.2023
                | Two papers accepted at EDBT Conference 2024
>
                Zum Artikel
            







				Project highlights
			
Metanome: Big Data Profiling
Data Preparation
Janus: Change exploration
KITQAR: AI and Data Quality
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	Group members
	Open positions
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