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Idee
based on "statistical db performance log" (workload) analysis, aggregate 
functions shall be identified, evaluated and materialized according to their 
relevance and the change frequency of the underlying data. => IO and CPU 
usage shall be reduced for repetitive calculation of unchanging 
aggregates.
 
- Evaluation of historical relevance and change frequency
- Determine a optimal level of granularity for materialization
- Derive a data schema for materializing aggregate result
- Find important data regions (hot spots) in workload
- Query matching strategies for aggregate functions



Structure
● Introduction
● Background

○ Related Work
○ Basic Therms ()

● Workload Analysis
○ Workload data
○ Command (extractions)
○ Star Schema / Dimensions
○ Data Mining - Analysis 

● Hot Aggregates
○ Metrics
○ Characteristics
○ Results

● Future Work
 



Schema

Root

sumavg count

wheregroup by

no time 
dimension!



Facts
https://docs.google.com/spreadsheet/ccc?key=0AptTKF7XREOBdFlkZlZtSzd5VmNfYm43eU5DRHhXMVE#gid=0

https://docs.google.com/spreadsheet/ccc?key=0AptTKF7XREOBdFlkZlZtSzd5VmNfYm43eU5DRHhXMVE#gid=0
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