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Springer LNCS
2024

	1.
Rieckenbrauck, N., Weisgut, M., Lindner, D., Rabl, T.: A Three-Tier Buffer Manager Integrating CXL Device Memory for Database Systems. Joint International Workshop on Big Data Management on Emerging Hardware and Data Management on Virtualized Active Systems @ ICDE 2024 (2024).
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@inproceedings{riekenbrauck2024bufferManager,
  author = {Rieckenbrauck, Niklas and Weisgut, Marcel and Lindner, Daniel and Rabl, Tilmann},
  booktitle = {Joint International Workshop on Big Data Management on Emerging Hardware and Data Management on Virtualized Active Systems @ ICDE 2024},
  keywords = {adm epic hyrise myown},
  title = {A Three-Tier Buffer Manager Integrating CXL Device Memory for Database Systems},
  year = 2024
}




2023

	1.
Huegle, J., Hagedorn, C., Schlosser, R.: A kNN-based Non-Parametric Conditional Independence Test for Mixed Data and Application in Causal Discovery. ECML-PKDD 2023, accepted (2023).




                                            [
                                            
                                                BibTeX
                                            
                                            ]
                                        
 
@inproceedings{huegle2023knnbased,
  author = {Huegle, Johannes and Hagedorn, Christopher and Schlosser, Rainer},
  booktitle = {ECML-PKDD 2023, accepted},
  keywords = {ddds},
  title = {A kNN-based Non-Parametric Conditional Independence Test for Mixed Data and Application in Causal Discovery},
  year = 2023
}


	2.
Schlosser, R., Weisgut, M., Huebscher, L., Nordemann, O.: Robust Index Selection for Stochastic Dynamic Workloads. Springer Nature Computer Science. 4 (1), 59 (2023).
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@article{schlosser2022robust,
  author = {Schlosser, Rainer and Weisgut, Marcel and Huebscher, Leonardo and Nordemann, Oliver},
  journal = {Springer Nature Computer Science},
  keywords = {ddds myown},
  pages = 59,
  title = {Robust Index Selection for Stochastic Dynamic Workloads},
  volume = {4 (1)},
  year = 2023
}


	3.
Perscheid, M., Plattner, H., Ritter, D., Schlosser, R., Teusner, R.: Enterprise Platform and Integration Concepts Research at HPI. ACM SIGMOD Record. 51 (4), 68–73 (2023).
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@article{perscheid2022enterprise,
  author = {Perscheid, Michael and Plattner, Hasso and Ritter, Daniel and Schlosser, Rainer and Teusner, Ralf},
  journal = {ACM SIGMOD Record},
  keywords = {ddds myown},
  pages = {68-73},
  title = {Enterprise Platform and Integration Concepts Research at HPI},
  volume = {51 (4)},
  year = 2023
}


	4.
Hurdelhey, B., Weisgut, M., Boissier, M.: Workload-Driven Data Placement for Tierless In-Memory Database Systems. BTW 2023. pp. 47–70. Gesellschaft für Informatik e.V (2023).
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@inproceedings{noauthororeditor,
  abstract = {High main memory consumption is a significant cost factor for in-memory database systems. Tiering, i.e., placing parts of the data on memory or storage devices other than DRAM, reduces the main memory footprint. A controlled data placement can assign rarely accessed data to slow devices while frequently used data remains on fast devices, such as main memory, to maintain acceptable query latencies. We present an automatic data placement decision system for the in-memory database Hyrise. The system organizes the memory and storage devices in a tierless pool, with no fixed device class categorization or performance order. The system supports data placement use cases, such as minimizing end-to-end query latencies and making cost-optimal purchase recommendations in cloud environments. In this paper, we introduce an efficient calibration process to derive cost models for various storage devices. To determine data placements, we introduce a linear programming-based approach, which yields optimal configurations, and an efficient heuristic. With a set of main memory and SSD devices, we can reduce the main memory consumption for base table data of the TPC-DS benchmark by 74 percent when accepting a workload latency increase of 52 percent. In a comparison of data placement algorithms and cost models, we find that simplistic algorithms (e.g., greedy algorithms) can present viable alternatives to optimal linear programming algorithms, especially under cost prediction inaccuracies.},
  author = {Hurdelhey, Ben and Weisgut, Marcel and Boissier, Martin},
  booktitle = {BTW 2023},
  keywords = {mboissierselected myown},
  pages = {47-70},
  publisher = {Gesellschaft für Informatik e.V.},
  title = {Workload-Driven Data Placement for Tierless In-Memory Database Systems},
  year = 2023
}


	5.
Schlosser, R., Gönsch, J.: Risk-Averse Dynamic Pricing using Mean-Semivariance Optimization. European Journal of Operational Research. 310 (1), 1151–1163 (2023).
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@article{schlosser2023riskaverse,
  author = {Schlosser, Rainer and Gönsch, Jochen},
  journal = {European Journal of Operational Research},
  keywords = {ddds myown pricing},
  pages = {1151-1163},
  title = {Risk-Averse Dynamic Pricing using Mean-Semivariance Optimization},
  volume = {310 (1)},
  year = 2023
}


	6.
Schlosser, R., Chenavaz, R.: Joint Dynamic Pricing and Marketing-Mix Strategies for Revenue Management Applications with Stochastic Demand. International Transactions in Operational Research, accepted. (2023).
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@article{schlosser2023joint,
  author = {Schlosser, Rainer and Chenavaz, Régis},
  journal = {International Transactions in Operational Research, accepted},
  keywords = {ddds myown pricing},
  title = {Joint Dynamic Pricing and Marketing-Mix Strategies for Revenue Management Applications with Stochastic Demand},
  year = 2023
}


	7.
Schröder, K., Kastius, A., Schlosser, R.: Welcome to the Jungle: A Conceptual Comparison of Reinforcement Learning Algorithms. ICORES 2023. pp. 143–150 (2023).
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@inproceedings{schroder2023welcome,
  author = {Schröder, Kenneth and Kastius, Alexander and Schlosser, Rainer},
  booktitle = {ICORES 2023},
  keywords = {ddds myown},
  pages = {143-150},
  title = {Welcome to the Jungle: A Conceptual Comparison of Reinforcement Learning Algorithms},
  year = 2023
}


	8.
Schröder, K., Kastius, A., Schlosser, R.: A Comparison of State-of-the-Art Reinforcement Learning Algorithms Applied to the Traveling Salesman Problem. The Knowledge Engineering Review, accepted. (2023).
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@article{schroder2023comparison,
  author = {Schröder, Kenneth and Kastius, Alexander and Schlosser, Rainer},
  journal = {The Knowledge Engineering Review, accepted},
  keywords = {ddds myown},
  title = {A Comparison of State-of-the-Art Reinforcement Learning Algorithms Applied to the Traveling Salesman Problem},
  year = 2023
}


	9.
Matthies, C., Heinrich, R., Wohlrab, R.: Investigating Software Engineering Artifacts in DevOps Through the Lens of Boundary Objects. Proceedings of the 27th International Conference on Evaluation and Assessment in Software Engineering. ACM (2023).
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@inproceedings{Matthies_2023,
  abstract = {Software engineering artifacts are central to DevOps, enabling the collaboration of teams involved with integrating the development and operations domains. However, collaboration around DevOps artifacts has yet to receive detailed research attention. We apply the sociological concept of Boundary Objects to describe and evaluate the specific software engineering artifacts that enable a cross-disciplinary understanding. Using this focus, we investigate how different DevOps stakeholders can collaborate efficiently using common artifacts. We performed a multiple case study and conducted twelve semi-structured interviews with DevOps practitioners in nine companies. We elicited participants’ collaboration practices, focusing on the coordination of stakeholders and the use of engineering artifacts as a means of translation. This paper presents a consolidated overview of four categories of DevOps Boundary Objects and eleven stakeholder groups relevant to DevOps. To help practitioners assess cross-disciplinary knowledge management strategies, we detail how DevOps Boundary Objects contribute to four areas of DevOps knowledge and propose derived dimensions to evaluate their use.},
  author = {Matthies, Christoph and Heinrich, Robert and Wohlrab, Rebekka},
  booktitle = {Proceedings of the 27th International Conference on Evaluation and Assessment in Software Engineering},
  keywords = {devops},
  month = {jun},
  publisher = {ACM},
  title = {Investigating Software Engineering Artifacts in {DevOps} Through the Lens of Boundary Objects},
  year = 2023
}


	10.
Groeneveld, J., Herrmann, J., Mollenhauer, N., Dreessen, L., Bessin, N., Schulze-Tast, J., Kastius, A., Huegle, J., Schlosser, R.: Self-Learning Agents for Recommerce Markets. Business & Information Systems Engineering, accepted. (2023).
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@article{groeneveld2023selflearning,
  author = {Groeneveld, Jan and Herrmann, Judith and Mollenhauer, Nikkel and Dreessen, Leonard and Bessin, Nick and Schulze-Tast, Jan and Kastius, Alexander and Huegle, Johannes and Schlosser, Rainer},
  journal = {Business & Information Systems Engineering, accepted},
  keywords = {ddds imported pricing},
  title = {Self-Learning Agents for Recommerce Markets},
  year = 2023
}


	11.
Klinke, P., Naumann, A., Wersich, R., Schlosser, R.: Coopetition: Learning to Play Skat using Reinforcement Learning. EGAI @ ECAI 2023 (2023).
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@inproceedings{klinke2023coopetition,
  author = {Klinke, Paula and Naumann, Antonius and Wersich, Robin and Schlosser, Rainer},
  booktitle = {EGAI @ ECAI 2023},
  keywords = {ddds},
  title = {Coopetition: Learning to Play Skat using Reinforcement Learning},
  year = 2023
}




2022

	1.
Chenavaz, R., Klibi, W., Schlosser, R.: Dynamic Pricing with Reference Price Effects in Integrated Online and Offline Retailing. International Journal of Production Research. 60, 5854–5875 (2022).
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@article{chenavaz2021dynamic,
  author = {Chenavaz, Régis and Klibi, Walid and Schlosser, Rainer},
  journal = {International Journal of Production Research},
  keywords = {ddds pricing},
  number = 19,
  pages = {5854-5875},
  title = {Dynamic Pricing with Reference Price Effects in Integrated Online and Offline Retailing},
  volume = 60,
  year = 2022
}


	2.
Bodner, T., Pietz, T., Bollmeier, L.J., Ritter, D.: Doppler: Understanding Serverless Query Execution. Proceedings of the SIGMOD Workshop on Big Data in Emergent Distributed Environments. (2022).
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@article{bodner2022doppler,
  abstract = {Analyzing and understanding query processing in distributed, cloud databases is difficult and requires laborious system designs. However, serverless query execution, with its massive amount of small, ad-hoc, short-lived, and ephemeral query processors, is even more challenging. To meet this challenge and materialize the economic benefits of serverless computing, systems have to be serverless themselves. We demonstrate Doppler, a serverless system designed to trace serverless data processing systems with a minimal cost and performance overhead and provide a deep understanding of their query execution. We highlight Doppler’s features and capabilities through a proof-of-concept implementation with the serverless data processing system Skyrise.},
  author = {Bodner, Thomas and Pietz, Tobias and Bollmeier, Lars Jonas and Ritter, Daniel},
  journal = {Proceedings of the SIGMOD Workshop on Big Data in Emergent Distributed Environments},
  keywords = {adm skyrise},
  title = {Doppler: Understanding Serverless Query Execution},
  year = 2022
}


	3.
Braun, T., Hurdelhey, B., Meier, D., Tsayun, P., Hagedorn, C., Huegle, J., Schlosser, R.: GPUCSL: GPU-Based Library for Causal Structure Learning. ICDM Open Project Forum. pp. 1236–1239 (2022).
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                                            ]
                                        
 
@inproceedings{braun2022gpucsl,
  author = {Braun, Tom and Hurdelhey, Ben and Meier, Dominik and Tsayun, Petr and Hagedorn, Christopher and Huegle, Johannes and Schlosser, Rainer},
  booktitle = {ICDM Open Project Forum},
  keywords = {ddds myown},
  pages = {1236-1239},
  title = {GPUCSL: GPU-Based Library for Causal Structure Learning},
  year = 2022
}


	4.
Kastius, A., Schlosser, R.: Multi-Agent Dynamic Pricing Using Reinforcement Learning and Asymmetric Information. Operations Research Proceedings (OR2022), to appear (2022).
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@inproceedings{kastiusmultiagent,
  author = {Kastius, Alexander and Schlosser, Rainer},
  booktitle = {Operations Research Proceedings (OR2022), to appear},
  keywords = {ddds pricing},
  title = {Multi-Agent Dynamic Pricing Using Reinforcement Learning and Asymmetric Information},
  year = 2022
}


	5.
Schlosser, R., Kastius, A.: A Conceptual Framework for Studying Self-Learning Agents in Recommerce Markets. Operations Research Proceedings (OR 2022), to appear (2022).
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@inproceedings{rainer2020conceptual,
  author = {Schlosser, Rainer and Kastius, Alexander},
  booktitle = {Operations Research Proceedings (OR 2022), to appear},
  keywords = {ddds pricing},
  title = {A Conceptual Framework for Studying Self-Learning Agents in Recommerce Markets},
  year = 2022
}


	6.
Richly, K., Schlosser, R., Boissier, M.: Budget-Conscious Fine-Grained Configuration Optimization for Spatio-Temporal Applications. Proceedings of the VLDB Endowment. pp. 4079–4092 (2022).
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@inproceedings{richly2022budgetconscious,
  abstract = {Based on the performance requirements of modern spatio-temporal data mining applications, in-memory database systems are often used to store and process the data. To efficiently utilize the scarce DRAM capacities, modern database systems support various tuning possibilities to reduce the memory footprint (e.g., data compression) or increase performance (e.g., additional indexes). However, the selection of cost and performance balancing configurations is challenging due to the vast number of possible setups consisting of mutually dependent individual decisions.   In this paper, we introduce a novel approach to jointly optimize the compression, sorting, indexing, and tiering configuration for spatio-temporal workloads. Further, we consider horizontal data partitioning, which enables the independent application of different tuning options on a fine-grained level. We propose different linear programming (LP) models addressing cost dependencies at different levels of accuracy to compute optimized tuning configurations for a given workload and memory budgets. To yield maintainable and robust configurations, we extend our LP-based approach to incorporate reconfiguration costs as well as a worst-case optimization for potential workload scenarios. Further, we demonstrate on a real-world dataset that our models allow to significantly reduce the memory footprint with equal performance or increase the performance with equal memory size compared to existing tuning heuristics.},
  author = {Richly, Keven and Schlosser, Rainer and Boissier, Martin},
  booktitle = {Proceedings of the VLDB Endowment},
  keywords = {adm ddds hyrise mboissierselected myown},
  pages = {4079-4092},
  title = {Budget-Conscious Fine-Grained Configuration Optimization for Spatio-Temporal Applications},
  volume = {15 (13)},
  year = 2022
}


	7.
Hagedorn, C., Lange, C., Huegle, J., Schlosser, R.: GPU Acceleration for Information-theoretic Constraint-based Causal Discovery. In: Le, T.D., Liu, L., Kıcıman, E., Triantafyllou, S., and Liu, H. (eds.) Proceedings of The KDD’22 Workshop on Causal Discovery, Proceedings of Machine Learning Research (PMLR) 185. pp. 30–60 (2022).
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@inproceedings{hagedorn2022acceleration,
  author = {Hagedorn, Christopher and Lange, Constantin and Huegle, Johannes and Schlosser, Rainer},
  booktitle = {Proceedings of The KDD'22 Workshop on Causal Discovery, Proceedings of Machine Learning Research (PMLR) 185},
  editor = {Le, Thuc Duy and Liu, Lin and Kıcıman, Emre and Triantafyllou, Sofia and Liu, Huan},
  keywords = {causal_inference ddds gpu_acceleration},
  pages = {30-60},
  series = {Proceedings of Machine Learning Research},
  title = {GPU Acceleration for Information-theoretic Constraint-based Causal Discovery},
  year = 2022
}


	8.
Figge, F., Dimitrov, S., Schlosser, R., Chenavaz, R.: Does the circular economy fuel the throwaway society? The role of opportunity costs for products that lose value over time. Journal of Cleaner Production. 368 (133207), (2022).
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@article{figge2022circular,
  author = {Figge, Frank and Dimitrov, Stanko and Schlosser, Rainer and Chenavaz, Regis},
  journal = {Journal of Cleaner Production},
  keywords = {ddds myown pricing},
  title = {Does the circular economy fuel the throwaway society? The role of opportunity costs for products that lose value over time},
  volume = {368 (133207)},
  year = 2022
}


	9.
Paula, D.D., Hahn, D., Matthies, C., Uebernickel, F.: InnoPulse: a Tool to Support Collaborative Reflection in Creativity-Driven Engineering Projects. Proceedings of the Annual Hawaii International Conference on System Sciences. Hawaii International Conference on System Sciences (2022).
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@inproceedings{De_Paula_2022,
  abstract = {To equip students with the practical capability to innovate, academic institutions are promoting industry collaboration projects, where students use creative approaches, such as, design thinking (DT), to solve complex business challenges. In creative team work, the ability to reflect upon and improve team dynamics is vital. However, research on the role of digital technology to support collaborative reflection is still in its infancy. This study presents a digital solution that uses micro surveys as an additional source of information for Educational Data Mining (EDM) analyses to support the collaborative reflection of students working in creativity-driven engineering projects. Using design science research, we identify the design requirements of the InnoPulse tool, implement the corresponding design features and evaluate our digital solution in a real-world educational setting. Our findings pave the way for the potential of ad-hoc data collection strategies to improve the collaborative reflection of students applying DT methods.},
  author = {Paula, Danielly De and Hahn, David and Matthies, Christoph and Uebernickel, Falk},
  booktitle = {Proceedings of the Annual Hawaii International Conference on System Sciences},
  keywords = {tool},
  publisher = {Hawaii International Conference on System Sciences},
  title = {InnoPulse: a Tool to Support Collaborative Reflection in Creativity-Driven Engineering Projects},
  year = 2022
}


	10.
Lindner, D., Schumann, F., Alder, N., Bleifuss, T., Bornemann, L., Naumann, F.: Mining Change Rules. Proceedings of the 25th International Conference on Extending Database Technology, EDBT 2022, Edinburgh, UK, March 29 - April 1, 2022. pp. 2:91–2:103 (2022).
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@inproceedings{lindner2022mining,
  author = {Lindner, Daniel and Schumann, Franziska and Alder, Nicolas and Bleifuss, Tobias and Bornemann, Leon and Naumann, Felix},
  booktitle = {Proceedings of the 25th International Conference on Extending Database Technology, {EDBT} 2022, Edinburgh, UK, March 29 - April 1, 2022},
  keywords = {epic},
  pages = {2:91--2:103},
  title = {Mining Change Rules},
  year = 2022
}


	11.
Justen, D.: Cost-efficiency and Performance Robustness in Serverless Data Exchange. Proceedings of the 2022 International Conference on Management of Data (SIGMOD ’22), Student Research Competition. pp. 2506–2508. Association for Computing Machinery, New York, NY, USA (2022).
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@inproceedings{justen2022costefficiency,
  address = {New York, NY, USA},
  author = {Justen, David},
  booktitle = {Proceedings of the 2022 International Conference on Management of Data (SIGMOD ’22), Student Research Competition},
  keywords = {adm skyrise},
  pages = {2506–2508},
  publisher = {Association for Computing Machinery},
  series = {SIGMOD/PODS '22},
  title = {Cost-efficiency and Performance Robustness in Serverless Data Exchange},
  year = 2022
}


	12.
Perscheid, M., Plattner, H., Ritter, D., Schlosser, R., Teusner, R.: Das Fachgebiet “Enterprise Platform and Integration Concepts” am Hasso-Plattner-Institut. Datenbank-Spektrum. 22, 175–180 (2022).




                                            [
                                            
                                                BibTeX
                                            
                                            ]
                                        
 
@article{perscheid2022fachgebiet,
  author = {Perscheid, Michael and Plattner, Hasso and Ritter, Daniel and Schlosser, Rainer and Teusner, Ralf},
  journal = {Datenbank-Spektrum},
  keywords = {ddds myown},
  pages = {175-180},
  title = {Das Fachgebiet “Enterprise Platform and Integration Concepts” am Hasso-Plattner-Institut},
  volume = 22,
  year = 2022
}


	13.
Boissier, M.: Robust and Budget-Constrained Encoding Configurations for In-Memory Database Systems. Proceedings of the VLDB Endowment. pp. 780–793 (2022).
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@inproceedings{boissier2022robust,
  abstract = {Data encoding has been applied to database systems for decades as it mitigates bandwidth bottlenecks and reduces storage requirements. But even in the presence of these advantages, most in-memory database systems use data encoding only conservatively as the negative impact on runtime performance can be severe. Real-world systems with large parts being infrequently accessed and cost efficiency constraints in cloud environments require solutions that automatically and efficiently select encoding techniques, including heavy-weight compression. In this paper, we introduce workload-driven approaches to automatically determine memory budget-constrained encoding configurations using greedy heuristics and linear programming. We show for TPC-H, TPC-DS, and the Join Order Benchmark that optimized encoding configurations can reduce the main memory footprint significantly without a loss in runtime performance over state-of-the-art dictionary encoding. To yield robust selections, we extend the linear programming-based approach to incorporate query runtime constraints and mitigate unexpected performance regressions.},
  author = {Boissier, Martin},
  booktitle = {Proceedings of the VLDB Endowment},
  keywords = {adm epic mboissierselected},
  number = 4,
  pages = {780-793},
  title = {Robust and Budget-Constrained Encoding Configurations for In-Memory Database Systems},
  volume = 15,
  year = 2022
}


	14.
Schlosser, R.: Heuristic Mean Variance Optimization in Markov Decision Processes using State-Dependent Risk Aversion. IMA Journal of Management Mathematics. 33 (2), 181–199 (2022).
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@article{schlosser2021variance,
  author = {Schlosser, Rainer},
  journal = {IMA Journal of Management Mathematics},
  keywords = {ddds epic pricing},
  pages = {181-199},
  title = {Heuristic Mean Variance Optimization in Markov Decision Processes using State-Dependent Risk Aversion},
  volume = {33 (2)},
  year = 2022
}


	15.
Hagedorn, C., Huegle, J., Schlosser, R.: Understanding Unforeseen Production Downtimes in Manufacturing Processes using Log Data-driven Causal Reasoning. Journal of Intelligent Manufacturing. 33, 2027–2043 (2022).




                                            [
                                            
                                                BibTeX
                                            
                                            ]
                                        
                                                [
                                                
                                                    URL
                                                
                                                ]
                                            
 
@article{hagedorn2022understanding,
  author = {Hagedorn, Christopher and Huegle, Johannes and Schlosser, Rainer},
  journal = {Journal of Intelligent Manufacturing},
  keywords = {causal_inference ddds},
  pages = {2027-2043},
  title = {Understanding Unforeseen Production Downtimes in Manufacturing Processes using Log Data-driven Causal Reasoning},
  volume = 33,
  year = 2022
}


	16.
Weisgut, M., Ritter, D., Boissier, M., Perscheid, M.: Separated Allocator Metadata in Disaggregated In-Memory Databases: Friend or Foe?. 1st Workshop on Composable Systems (COMPSYS@IPDPS), awarded as best paper (2022).
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@inproceedings{weisgut2022separated,
  author = {Weisgut, Marcel and Ritter, Daniel and Boissier, Martin and Perscheid, Michael},
  booktitle = {1st Workshop on Composable Systems (COMPSYS@IPDPS), awarded as best paper},
  keywords = {epic hyrise},
  title = {Separated Allocator Metadata in Disaggregated In-Memory Databases: Friend or Foe?},
  year = 2022
}


	17.
Kossmann, J., Kastius, A., Schlosser, R.: SWIRL: Selection of Workload-aware Indexes using Reinforcement Learning. 25th International Conference on Extending Database Technology (EDBT 2022). pp. 155–168 (2022).
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  abstract = {Massive Open Online Courses (MOOCs) open up new opportunities to learn a wide variety of skills online and are thus well suited for individual education, especially where proffcient teachers are not available locally. At the same time, modern society is undergoing a digital transformation, requiring the training of large numbers of current and future employees. Abstract thinking, logical reasoning, and the need to formulate instructions for computers are becoming increasingly relevant. A holistic way to train these skills is to learn how to program. Programming, in addition to being a mental discipline, is also considered a craft, and practical training is required to achieve mastery. In order to effectively convey programming skills in MOOCs, practical exercises are incorporated into the course curriculum to offer students the necessary hands-on experience to reach an in-depth understanding of the programming concepts presented. Our preliminary analysis showed that while being an integral and rewarding part of courses, practical exercises bear the risk of overburdening students who are struggling with conceptual misunderstandings and unknown syntax. In this thesis, we develop, implement, and evaluate different interventions with the aim to improve the learning experience, sustainability, and success of online programming courses. Data from four programming MOOCs, with a total of over 60,000 participants, are employed to determine criteria for practical programming exercises best suited for a given audience. Based on over five million executions and scoring runs from students' task submissions, we deduce exercise difficulties, students' patterns in approaching the exercises, and potential flaws in exercise descriptions as well as preparatory videos. The primary issue in online learning is that students face a social gap caused by their isolated physical situation. Each individual student usually learns alone in front of a computer and suffers from the absence of a pre-determined time structure as provided in traditional school classes. Furthermore, online learning usually presses students into a one-size-fits-all curriculum, which presents the same content to all students, regardless of their individual needs and learning styles. Any means of a personalization of content or individual feedback regarding problems they encounter are mostly ruled out by the discrepancy between the number of learners and the number of instructors. This results in a high demand for self-motivation and determination of MOOC participants. Social distance exists between individual students as well as between students and course instructors. It decreases engagement and poses a threat to learning success. Within this research, we approach the identified issues within MOOCs and suggest scalable technical solutions, improving social interaction and balancing content difficulty. Our contributions include situational interventions, approaches for personalizing educational content as well as concepts for fostering collaborative problem-solving. With these approaches, we reduce counterproductive struggles and create a universal improvement for future programming MOOCs. We evaluate our approaches and methods in detail to improve programming courses for students as well as instructors and to advance the state of knowledge in online education. Data gathered from our experiments show that receiving peer feedback on one's programming problems improves overall course scores by up to 17%. Merely the act of phrasing a question about one's problem improved overall scores by about 14%. The rate of students reaching out for help was significantly improved by situational just-in-time interventions. Request for Comment interventions increased the share of students asking for help by up to 158%. Data from our four MOOCs further provide detailed insight into the learning behavior of students. We outline additional significant findings with regard to student behavior and demographic factors. Our approaches, the technical infrastructure, the numerous educational resources developed, and the data collected provide a solid foundation for future research.},
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"A Course in In-Memory Data Management" by Prof. Dr. h.c. Hasso Plattner. This book is the culmination of six years work of in-memory research. As such, it provides the technical foundation for combined transactional and analytical workloads inside one single database as well as examples of new applications that are now possible given the availability of the new technology. The book is available at Springer.
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